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Introduction 
 
Most information on monitoring performance approach the area as 
if it was purely a technical issue - diagnosing problems, calculating 
limits and system tuning. Once you have finished these, your job is 
done. I take the view that performance problems are primarily 
caused by changes to a business (growth, consolidation, functional 
changes, reorganisations, new software etc) and therefore your role 
in maintaining the performance of the organisation's servers is to be 
aware of the business side, as well as the technical points. When 
you view performance management as starting and ending in the 
server room, you will always be reacting to problems. By getting out 
into the business environment, you will understand the drivers for 
these changes and will be able to advise people on the actions 
needed to avoid tomorrow's problems, rather than just those 
needed to fix yesterday's. 
 
With computer systems there are always many different ways of 
achieving a result, so I will not be handing out recipes for doing the 
various tasks - you can decide what will work best in your particular 
circumstance. The first section is mainly strategy: options, 
motivations, things to take into account. The second section sets 
out to describe a monitoring system you can put together for your 
organisation, using software that you probably already have and 
some spare PCs that can be recycled into monitoring servers rather 
than thrown out. The final part of the book is about how to engage 
with your business. It tells you how to take performance monitoring 
and the associated prediction, design and problem solving out of 
the technical arena and contribute to the operation and growth of 
your organisation. Traditionally books about server performance 
and capacity get as far as describing the technical aspects and 
then stop - in my view that's just the first step. 
 
In case you missed it, this book is not about PCs or other 
workstations that sit on users' desks. Their low cost means that a 
long and expensive  investigation into the exact root cause of a PC 
problem is not usually cost-effective (unless the problem affects 
hundreds or thousands of units).  I'm interested in your servers - the 
machines that are hidden from everyday sight in a dedicated room 
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or data-centre. These boxes cost from thousands to millions to buy, 
but are worth many times that in the value they add to the 
organisation. They support your company's crown-jewels: it's data, 
applications, communications and security. These are the things 
that allow your business to operate and are worthy of a little care 
and attention to ensure that they are running effectively and helping 
(rather than preventing) your organisation to work well. 
 
What skills do you need to get the most from this book? You might 
have got into this role as a positive choice, raised your hand when 
a volunteer was requested,  found that the org-chart now had you 
listed as "performance person" or just happen to be the one they 
call when the system slows down. Anyway, it's a reasonable 
assumption that you have some technical skills in system 
administration (and hopefully know a little about databases, too). 
You don't need to be a programmer, although there are times when 
you will decide that automating a tedious task needs a small script 
or macro to achieve. You should also be comfortable with 
organising your thoughts into a competent written form, so that 
when you need to persuade the boss to spend 100k on an upgrade, 
or change some working practices, your communication skills will 
add credibility to your professional opinions. 
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Why do performance management? 
 
I have seen many organisations use a range of different 
approaches, each of which suited them at the time. Some have 
only a passing interest in the performance of their servers: "if 
something goes wrong, we fix it"  while others do it because they 
have to "Our ITIL/SOX implementation requires it". Some see it as 
a way to reduce costs by identifying unused boxes but for most 
people it's a way to  keep things running and avoid having to 
explain to the powers-that-be why their business has stopped. 
 
I would suggest that while these are good (well, mostly good) 
reasons for keeping an eye on things, to get the best value for the 
time and money you spend on collecting performance data, you 
should have some clear and specific goals. That way you will be 
able to test if any new ideas or requirements will help you meet 
these goals, or if they are distractions. 
 
A lot of people approach performance management with an air of 
trepidation: "Hmmm, this sounds like it's going to be expensive - I 
doubt that I'll get any benefits for all this work - More techies, more 
overheads, more reports I'll never read". The good news is that you 
can choose where you set the limits. Organisations with lots of 
high-value servers can decide to get heavily involved in monitoring, 
predictions and risk-avoidance whereas is you have a smaller I.T. 
operation you can choose a level that is more appropriate. The 
crucial factor is to go into this with a clear idea of what you want to 
get out and how much time, effort and money you are prepared to 
invest to meet those goals.  
 
Performance monitoring goals 
First of all, a short piece about defining goals. They should have the 
following attributes: 

• Specific. Name the systems you will apply them to (If you 
say "all our servers", that will include any new boxes that 
come into the operation - even if you weren't aware of them 
when you set the goals. That will increase the amount of 
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work you will be expected to do to meet the goals: literally 
moving the goalposts). Make a list, check it twice. Find out 
what the business plans are for the year and include the 
new systems that will arrive. That way you can see if you 
have enough resources to meet the goal. 

• Set numeric targets. This is hard, but necessary. By using 
a number, you are saying that a quantity can be measured. 
However, be careful to set targets that your business 
colleagues advise you are important, and not just arbitrary. 
Many operations end up valuing what they can measure, 
rather than measuring what they value. 

• Put time limits on your targets. If you don't, how will you 
know when you have met them? These can either be dates 
by which something should have happened for example 
"be able to monitor all the webservers (please, list their 
names or at least I.P. addresses) by the end of September" 
or time periods, such as "produce an exception report 
every Friday for the next year". 

 
We shall see in later sections that to make your service have value, 
you will have to do more than just toss data over the wall to your 
business colleagues and leave them to work out what it all means. 
You should also be willing to spend time with them (or even drive 
programmes of work) to enhance the performance of delinquent 
servers. While we cannot set goals in advance for work we don't yet 
know about, once these projects do take off, goal setting is an 
important first step. Hopefully you will be confident enough in your 
ability to meet or exceed these goals to have them written into your 
personal objectives and be assessed on them. 
 
What would be good goals to have? 
 
First of all, have complete coverage of your important servers. This 
means identifying the platforms in question. Knowing what 
attributes you wish to monitor on them, how frequently to take these 
measurements and the format the data should be in. My suggestion 
is that these requirements be driven by your business. While it will 
not necessarily know the names of all the database servers, or web 
servers your business managers will know what business-level 
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systems are important. Your job will be to translate their high-level 
statements into actionable information. Be aware that commercial 
solutions may be unable to collect the data you need, or may 
require customisation to get it the way you want it. I have not seen 
any commercial products that will collect an enterprises business 
data without considerable work, and some can't reconcile business 
and technical data at all. Check this before you commit. 
 
The next goal would be to know what you are going to do with all 
this data. Part of the answer is to know what volume of data you 
are dealing with. Assuming you collect the metrics described later 
in the What to measure section at 5 minute intervals and have a 
reasonable number of disks on a server I would budget at about 1-
2MB per server per day for your technical data. How much 
business data you collect is up to you - at a guess I'd start off 
assuming the same amount again. If it turns out to be more, you 
can always compress it if space is an issue. 
If you are using a third-party monitoring product, it will have it's own 
method of retaining data which may be more (aggregation) or less 
(multiple views and database indices) efficient. Estimating it's 
storage needs will be part of the product assessment you carry out. 
My suggestion of what you plan to do with the data is twofold: first 
of all, keep it for a set amount of time. At least a year, maybe up to 
5 years, although beyond that it will probably not have any value as 
your systems and business will have changed so much that historic 
trends from 5 years ago will mean nothing. The second suggestion 
is some form of real-time (or near-time) analysis for problems. One 
immediate benefit of collecting data is the ability to act on it, if the 
need arises. Given the breadth of data you will be collecting, you 
are in a unique position within your organisation to match 
conditions on your servers with effects within the business. You will 
also have access to data showing the user's view of the servers - 
whether they're running fast, slow or even if some facilities have 
broken. Use this information to give early warning of problems: it's 
much better to be at the forefront alerting people of potential 
situations than to be in the back office having them tell you.  
 
A third goal would be to analyse your data to uncover trends, or to 
validate earlier assumptions. If you are to justify your pay and the 
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investment the organisation has made in performance 
management,  you must be prepared to produce something 
tangible. Look for evidence that in the future your systems will run 
out of disk space (or database space), or that CPU usage is rising 
because more customers are using your website or that one server 
in a cluster has stopped working, or whatever it might be. You 
might decide that your organisation is the kind that appreciates 
regular reports, even if nothing is wrong. Alternatively they may just 
prefer exception reports, where you use your judgement to 
communicate strange goings-on. Personally I find that most 
companies like a short note if everything is OK and a well-
presented piece if I foresee a problem, complete with timescales, 
options and likely outcomes. 
 
Possibly the most important goal is to regularly review your 
activities. Maybe every 3 months, consider what benefits you have 
provided: how many potential problems have you alerted your 
employers to? How many performance issues have you solved by 
identifying aberrant behaviour? How much time have you saved 
your colleagues by focusing their problem-solving away from areas 
a problem is NOT in? How many new services have you advised 
on, so that they will run successfully when launched? How many 
under-utilised servers have you identified that could be disposed of, 
or re-used? It might sound cheesey, but try to put economic values 
to each of these, and other, questions. Once you have done this, 
make people aware of your successes. 
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Part 1. 
Basic functions of performance 
monitoring 
 
Before you dive into buying software or putting together a 
performance monitoring system, take a moment to think about how 
you will use it. There are four functions you will need your solution 
to do: 
 

• Collect data. All the servers you want to monitor will create 
performance data. You can either store that data on each 
individual server, or you have move it to a central, 
preferably dedicated, system. The disadvantage of storing 
it on each server is that you will have to provide space for 
that data, plus keep an eye on the amount used to make 
sure you don't run out. If you are monitoring production 
servers, the administrators may not welcome the extra 
burden you are putting on them to allocate space for your 
data. Most monitoring systems only retain a small amount 
of temporary data on each server, just until it is copied back 
to a central system for processing. 

• Store and manage your data. Apart from instantaneous use 
to alert people if a server starts to get overloaded, you will 
want to be able to take long term trends from your data. It 
is also very useful to be able to compare one day (or hour) 
with another. Questions like: was this Monday busier than 
last Monday? What was the effect of the software upgrade? 
Are we doing more business than this time last year? 
These all mean you should expect to keep data for a period 
of time. Traditionally the instinct is to use a database for 
this. Store the server name, date, time and values in a row 
for easy reference. You can then simply create queries to 
calculate average loads, peak demand and other factors. If 
you don't like the idea of a database, or you aren't too 
strong on writing SQL, it's quite feasible to store your data 
in flat files, using the directory structure to identify servers, 
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dates etc. Most commercial packages come with database 
options built in, although you may have additional licensing 
costs depending on which database product you decide to 
use. 

• Data analysis. You will have two kinds of analysis: regular 
and ad-hoc. The regular analysis forms the basis for your 
repetitive reporting function. You will need to extract values 
such as peak and average usage, trends, worst-case 
situations and possibly SLA breaches. With luck you will be 
able to automate a large part of this work, as it will usually 
be the same set of operations every time you do it, for 
every server. The ad-hoc work you will need to do will be to 
look into special cases, such as fault reports, analysing the 
results of changes (more users, new functions, upgrades 
etc.) and probably the most interesting: sizing new 
systems. For this you will need a set of flexible analytical 
tools that you are comfortable with. You will also require 
access to your data, so if it is stored in a product-specific 
format in a database somewhere, make sure your supplier 
allows access and publishes some reliable interfaces. 
Knowledge of their database schema is helpful, too. 

• Presentation. This is what it's all about. Sooner or later 
you're going to have to let other people see your data. The 
critical point here is that they will not be technical analysts 
and they certainly won't be familiar with the specifics for a 
given server. Generally the higher up an organisation you 
are required to report, the less connected your audience 
will be with your servers and the simpler the message 
should be (this is not meant to be disparaging, it's just a 
fact that the higher up you are, the less time you have for 
detail). You must be able to add value to your numbers and 
analysis by presenting it in ways that are relevant to the 
audience and in various different formats, depending on the 
given situation. 

 
Most of the commercial offerings address all of these requirements, 
although some facilities are only available as extra-cost items and 
sometimes the they are not as adaptable as you might need - for 
example the ability to include external data sources with the data 
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they collect. If you want to display performance data and business 
volume summaries, either in reports or on an intranet for example, 
check with the various vendors to see how they would approach 
this. Also take a look at some of the example outputs as you may 
decide  they are not quite up to the standard that you'd be happy to 
put in front of your directors. 
Also, since most of the vendors have problem-alerting software, 
they mostly have a very easy method of coupling alerting with 
performance monitoring. 
My inclination is to use spreadsheets for the ad-hoc analysis and 
scripted solutions for all the regular work - including website 
publishing and scheduled reporting. There are also many 
professional quality reporting tools and most companies have at 
least one already in use. By using packages that your organisation 
has experience with, you should find it easier if you need help to do 
a particular function. 
Some time ago I had a lot of trouble with one particular product that 
used it's own binary format for holding data, some of the tools to 
extract it for ad-hoc use were rudimentary. Therefore I would now 
recommend you check that suppliers have a way of extracting data 
into ASCII or CSV formatted data. OLE and the like are fine in 
theory, but I have found them to be brittle with large extracts. 
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Where does performance data come from? 
 
Deep within every operating system is a small piece of code that 
counts things. How it's implemented and what it counts vary from 
system to system, but the basics are all the same. The routine will 
track the location of the program counter: if it's pointing to 
somewhere in an application a counter that tracks users-process 
time will be incremented. If it point to somewhere in the operating 
system, system time will be incremented. Similarly, if a disk is 
performing an operation, that will be counted (for the particular 
disk). Many more attributes are logged, but the principle is that all 
this information is stored within the operating system and is 
revealed through a set of documented interfaces to programs that 
monitor such workings. 
In a similar fashion, major applications: databases, email services, 
web servers, middleware and most others will have their own sets 
of flags and counters that tell the outside world how many 
operations they are performing, how long they take and the 
volumes of data they are handling. They too will have APIs that 
describe the measured attributes, the format of the data and how to 
access it. 
 
The important point here is that there is only one source for this 
data, and every monitoring program or product gets the same data 
from the same sources. Commercial monitoring products do not 
have secret back-doors they can open in an operating system to 
gain special insights and privileged data that their competitors can't 
access. As a developer you can, in special circumstances, get 
some low-level data that has uses for debugging, but the cost of 
collection tends to be high, the interfaces are obscure and the 
format of the data changes with each new release. Further, 
interfaces that one vendor may have will be different from what 
another deemed necessary. This forest of incompatibilities, difficulty 
of collection, increased performance burden and limited/specialised 
usage is the reason why third parties steer clear of such things. 
This means that you have the same access to performance data 
that the market leaders have. Whether that's through the Windows 
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Management Interface, /dev/kmem or system calls, every 
monitoring program is limited to collecting the same data. What 
differentiates one from another is how that data is collected, 
processed, stored, managed and what attributes the providers have 
decided are important. 
 
My personal view is that decisions about processing data should be 
taken as late in the analysis stage as possible. If you aggregate (for 
example) disk performance into 1 hour averages and only keep 
that, you cannot later re-analyse your data at 5 minute intervals to 
view the impact of a disk-intensive process that completes in 40 
minutes. Similarly, if you combine processor "user" time with 
"system" time to store only the total amount of CPU time used, you 
cannot  go back and extract one or the other if the need arises. 
Therefore I think it's important to store your data in as "raw" a 
format as possible. That way you keep all your options open since 
you cannot tell what the future may hold. It is still possible to keep 
summary versions alongside the raw data (and you may choose to 
delete old raw data and just keep the summaries, if you don't have 
enough disk space to keep it all) but for the flexibility, I would 
advise keeping it all, maybe compressing old data if space is at a 
premium. 
 
Some organisations have concerns about the extra load that 
collecting performance data places on their systems - especially 
where these are critical systems and they are running close to their 
capacity limits. Generally, I have found that the collection overhead 
is minimal, almost always less than 1% of the processing power of 
the server in question with 5 minute sampling times. In most cases, 
on all but the oldest, slowest, hardware the processes used to 
collect data use so little resource that it's hard to gauge their 
impact. Obviously as you increase the frequency of sampling the 
overheads increase and if you grab everything, all the time the 
collecting process will use more resources, but if you keep within 
sensible limits, your effect on the platforms you monitor will be so 
slight as to be unnoticeable. 
Where a server is already under stress, there can be a temptation 
to turn off everything that's non-critical, to gain an extra few drops 
of performance. I would suggest that these are precisely the times 
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when you need to be monitoring the server. Without knowledge of 
how it's performing, and what work it's doing you are in no position 
to find out where the problems are and therefore to make 
improvements. Since you don't know what's going on, you won't 
know if a change has made things better or worse.  
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There are two approaches (apart from outsourcing the operation) 
that companies can take to monitoring the performance of their 
servers: they can buy in a package that will do it for them, or they 
can create their own solution. The approach often depends on the 
size of the company and how much money it is willing to spend. 
Here are a few observations about both methods. 
 
Packaged solution. 
This is often pitched at the higher level individuals in a company, 
The type of persuasion employed is that you have a large 
organisation, with many diverse systems. You need a structured 
solution that can identify problems and be fully integrated into a 
larger  trouble-ticketing system where faults can be prioritised and 
fixed to a quality level defined by a Service Level Agreement. This 
benefits the company by delivering a reliable and consistent 
approach and ensuring industry best-practices are employed. You 
will be shown things like a dashboard application with a centralised 
alerting system, automated escalation, problem diagnosis and 
fixes, integration with help-desks and reporting systems. You will be 
told that the product can be integrated into your company's 
processes and procedures - and that other similar sized companies 
have adopted the product as a standards based solution. 
 
All this can be true - eventually. However, by offering a generic 
solution that must fit your operation and that of every other 
customer you may lose the ability to cover elements that are unique 
to your company. You may have to buy dedicated hosts to run the 
monitoring packages, train specialised staff who will work full-time 
just monitoring data and making changes to all your systems to 
install the dedicated software used to provide the monitoring 
functions. You may also find that the cost of "extras" (you want to 
monitor your databases, too?) increase the price and complexity 
substantially. It may also turn out that you are tied into upgrading 
your monitoring software at inconvenient times, to stay eligible for 
warranty and support. Finally, do these packages tell you anything 
about the type and quantity of business work that you are putting 
through your systems, or do they just measure technical details of 
the boxes themselves? 
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Bespoke solution. 
Frequently found in smaller organisations, or ones that have just 
started to monitor their servers. These often make use of the tools 
that come for free with the operating systems, applications and 
database products you already have. Given that they usually 
evolve, they will measure the attributes your organisation considers 
important, or relevant. Likewise, the reporting paths will be the ones 
that have been shown to work, in your case. Since they are tailored 
for just your systems, they will frequently be lightweight and should 
have no adverse effect on the systems they monitor. They will also 
be supported by your in-house staff, who know their in's and out's 
and can adapt them to meet new situations quite quickly. 
 
On the other hand, there may only be a single person in your 
company who knows how they work, and their function is limited by 
that person's abilities. As the business has developed, what was a 
nice solution for a few boxes becomes an unwieldy mess for 
several hundred. A lack of structure means that they are tightly 
coupled to the quirks of some old systems and not easily adaptable 
to new environments. Support may be on a "best endeavours" 
basis and non-existent when the author is on holiday, sickness or 
maternity leave. New features may not appear due to other 
priorities and commercial benefits not forthcoming because the IT 
department (or person) has something more interesting to do 
 
One final set of observations that is relevant to both approaches. 
The benefits of traditional performance monitoring (or capacity 
planning) are largely unmeasureable. Almost no commercial 
organisations have the ability to determine the cost of having a 
system not running for a day, or of a server running slow for a week 
(although I have some suggestions in a later section). Absolutely no 
organisation can predict how much money it has saved from the 
problems it avoided. There are occasional high-visibility problems 
that get as far as the newspapers and TV, usually where a new 
system was brought online and demand was overwhelming or an 
upgrade went badly wrong. In these cases the damage is often 
greater to the organisation's (self) image or reputation than to any 
quantifiable aspect of the operation. For these reasons the benefits 
of having well run systems are often intangible and easily forgotten. 
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Leading to the IT operation as a whole and your good work at 
maintaining top performance becoming invisible and only getting 
the attention of the powers-that-be when you submit budget 
requests for new and expensive machinery. 
 
Which approach is best? 
 
My personal favourite approach is to use the tools that come as 
part of the systems and applications you already have. These are 
written by the operating system and application providers and are 
therefore designed to work with their other products. You will 
therefore not have incompatibility issues with your host systems. 
You will have to do some work to turn these disparate programs 
into an integrated solution, but this is easier than you may think. 
Provided your organisation allows the presence of "glue" software 
scripts, to join all the pieces together, you can configure the native 
tools to run at scheduled times, gather their output onto a central 
dedicated monitoring box and handle any problems gracefully. 
The need to develop these scripts to collect, check and possibly 
alert on problems will take up some of the savings from not buying 
third party packages. However some of the cost is mitigated by not 
having to spend more money customising the commercial 
monitoring software and having to train staff in it's operation. 
The control you have with an in-house solution means that you can 
set sampling times to suit your own operation and store data in a 
format that suits your needs. 
 
There is a section later that contains my suggestions for how to 
implement this. 
 
The one time I would go with a commercial solution is when other 
parts of your organisation either have or are going to buy in a 
package for other uses, such as fault tracking, problem diagnosis 
and security monitoring and the supplier has a compatible 
performance monitoring solution that will save you having to 
integrate a home grown solution with proprietary, closed systems. 
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Defining your requirements 
 
Whether you decide to build your own monitoring regime or buy in a 
package, it's important that before you start you set out your 
requirements. Here are some questions to consider: 
 

o how many systems will you monitor 
o how many more will be added in the future 
o what webservers, databases, applications, CRM systems, 

middleware, Active Directory and other services will you 
monitor 

o which operating systems and software versions are you 
dealing with 

o how much overhead can the monitoring place on the 
servers 

o how fault-tolerant should the solution be 
o what about security? are some systems behind a firewall? 

how will the solution access them securely 
o does your performance monitoring have to interface with 

other parts of the organisation 
o what frequency do you wish to take measurements at, how 

quickly must you get the results 
o how will you associate data from your business with 

technical data from the servers 
o does it matter if your monitoring system is down for a 

period? how long is acceptable 
o how does your solution deal with changes in configuration, 

such as virtualisation 
o how much time are you prepared (or allowed) to spend 

supporting the system 
o can you make your own customisations, or will this have to 

be outsourced 
o what additional skills will you have to acquire 
o is the performance data available to be used elsewhere 

and by other applications 
 
The bad news is that if you have answers for all the above 
questions, you are very unlikely to find a commercial solution that 
will fulfill your needs. There will be inevitable compromises, 
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depending on what your priorities are so it will be worthwhile to 
have an idea of the relative importance of your answers. If you go 
with an in-house solution, you will still have to compromise as some 
requirements may take so much effort to re-invent (as opposed to 
an off-the-shelf solution) that the cost is unacceptable. 
 
Depending on your corporate culture, indemnity may be an 
important factor. If you decide to produce your own monitoring 
service, you will not be able to shift the blame if it doesn't deliver. 
With a third party there is always the hope that some of the fault 
can be shifted to them. 
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What to do with your data - know your 
servers 
 
There are two sets of attributes you will monitor on your servers. 
The configuration of the server describes it's hardware, what other 
systems it is connected to and the dependencies between them. I 
would also include slowly changing information such as disk free 
space in this set of data. The second type of attribute is the day-to-
day performance and workload data. This will make up the vast 
bulk of information you collect and should be updated frequently. 
The speed of update depending on the server's workload stability 
and how highly you rate the possibility of missing something 
significant if you sample too infrequently. 
 
Generally there is no need to update the configuration data more 
often than once a day. This should be an automated task, so the 
overheads you incur are negligible, but the chances of seeing a 
significant change in processing power, disk space or connectivity 
during a working day are small. The one exception may be if the 
server runs a "capacity on demand" model or if it is a virtual server. 
In either situation you will want to know when changes were made 
to the configuration and what they were. Without this information, 
you could be calculating usage data based on (say) a 4 processor 
server when in fact 2 processors had been disabled. 
One approach I have used is to have a "cheat sheet" for each 
server that contains this kind of information. If you publish this on a 
webserver so that other teams can use it, so much the better. One 
format that is quite nice is to create a "wikipedia" on your 
performance monitoring machine (so that it's only available within 
your organisation) . That way other employees can update the 
information and therefore share the burden with you. 
 
Data volumes 
If you set a sampling period of one hour, then you will receive a 
manageable 24 samples in a day - but you will have no information 
about what happened within that hour. For example if an intensive 
process runs for just a few minutes, it's effect will be averaged with 
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everything else that happens in that hour and will therefore make 
an imperceptible difference to your results. It would however make 
a big difference to any users who need fast response during those 
few minutes. 
At the other end of the scale, setting a sample time of 1 second 
means you will get over 80,000 samples in a day - from every 
system you monitor at that rate. Apart from the sheer volume of 
data, you will have to process it before the next sample arrives 
otherwise your monitoring system will start to fall behind. In 
addition, collecting performance data from a server uses some 
resources itself and that frequency of sampling could create a 
significant workload in it's own right. 
On special occasions, normally when there is a problem but I don't 
know exactly what is might be, I adopt a "grab everything, sort it out 
later" mentality. By taking samples every (say) 10 seconds, you are 
unlikely to miss much - provided you manage to spot any strange 
goings-on but you will get a tremendous amount of data. A 
representative day at this sample rate produced over 40MB of data. 
About 1.2MB of this was operating system metrics and the 
remaining was process data. 
 
Sampling rate 
I like to collect performance and workload data at 5 minute 
intervals. There's nothing magic about that number, it's just a good 
starting position - you can always change it to be more or less 
frequent if circumstances require.  
Generally if a performance related fault does arise, it will take at 
least 5 minutes for it to be recognised as such and it's quite likely 
that the fault report will only record the time of the fault with limited 
accuracy anyway. If you do get persistent reports of poor 
performance, a good monitoring system will have the flexibility to 
take samples more frequently - but bear in mind the caveat above: 
sample too frequently and you risk loading the very server that is 
suffering from poor performance and changing it's characteristics 
 
There is an exception to using longer sampling times for business 
transactions: if you are concerned with the immediate effect on your 
website (and associated systems)s of increased hits following a TV 
advertisement for example, you will need to use finer sampling 
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times. However you will probably be doing specific analyses for this 
type of situation, anyway. 
 
Summarising data 
You can always combine samples into longer time periods, such as 
hourly summaries or daily totals, but you can't delve inside a single 
sample to get any more detail from it. You will probably need to 
have both long-term (covering weeks or months) and short term 
views (the current day) of the performance of a particular server. It's 
not convenient to display 5 minute sample times for a whole month, 
so I tend take average and maximum values for 6 hour periods for 
this view. The two graphs below are examples of a monthly 
summary 
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This gives a balance between too little data that masks usage 
patterns and too many samples where the size of each sample is 
so small the graph just dissolves into a fuzzy mess. 
 
The other view shows each set of data as it comes in. This covers, 
typically, the current day although I have used a rolling day showing 
the last 24 hours with some success - it depends on the pattern of 
use your systems get and the times that they get "interesting" 
 
You will also be looking at long term (months or longer) trends to 
find seasonal trends or long term growth. It's not practical to plot 
individual performance metrics for this type of work, instead you 
may decide to use peak/average values or daily totals: for example 
total number of CPU-seconds used per day, or the total number of 
disk I-O's per day. Be aware however, that while daily totals or 
averages may be helpful in plotting trends, they don't tell you 
anything about the peak values that occurred within the peak or 
average period. You will still need to do detailed analysis to work 
out the effect that any trends have in practice. 
I have found through experience that automated tools are not a 
good choice for extrapolating trends, certainly not without human 
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intervention. Unless you have got some very clever techniques, 
automated extrapolation will assign an equal credibility to all data - 
so it will include obvious exceptional data into it's calculations. As 
an example, the graph below shows a trend of disk performance: 

SAPBWCP Disk I-O Access Time
for past 6 months
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A simple-minded extrapolation would miss the obvious shift in 
performance during November and would just put a line straight 
through all the points. You would be well advised to inspect the 
range of data you plan to make forecasts from to spot situations like 
this, before just drawing a line from start to finish, and then off into 
the future. 
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What to measure - overview. 
 
Putting aside all the hype and comparisons that the commercial 
solutions providers write, to differentiate their offerings from the 
competition, there are remarkably few attributes that affect the 
performance of a server. In no particular order these are: 
 
o network performance  
o disk I-O 
o memory usage 
o CPU utilisation 
o hardware architecture 
 
Network 
The trickiest of these is network performance. Typically in any 
significantly sized organisation the complexity of the network will be 
greater than that of the servers. The reason being that apart from 
providing connectivity between one server and another, the network 
also connects users to the servers, printers, the outside world and 
any networked storage devices Therefore, it is often best to leave 
network operation and monitoring to the networking team. The 
technology, terminology, working practices and problems are quite 
different from those seen on servers and the experience needed to 
support computer networks make it a discipline in it's own right. For 
these reasons, I generally limit my network monitoring to the 
number and speed of packets in and out of a given network port. 
The pervasiveness of networks does mean that a network fault can 
look (to the users, at least) like a server problem and will often, if 
not always, be reported as "the system's slow/down again". 
 
CPU 
Traditionally CPU utilisation is seen as the main focus of 
performance monitoring. I think the reason is that until CPU speeds 
reached the gigaHertz levels, this was often the bottleneck. It is 
also one of the few attributes that can, on the face of it at least, be 
measured simply. This makes it an attractive target, especially on 
older systems. High CPU usage on it's own does not necessarily 
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mean you have a problem. For "batch" work (applications that don't 
have to wait for users input to execute, such as report generation) 
the server will consume as much processor resource as it can until 
it is limited either by it's own speed, or some other component of 
the server that limits it's ability to work any faster. 
 
Memory 
Memory usage is both easy to measure and hard to interpret. On 
the surface, most operating systems have metrics to tell you how 
much memory is allocated and how much is free. The simple 
approach is to watch these numbers change and if the amount of 
free memory drops to dangerously low levels AND the server 
appears to slow down, then it may be that more memory will help. 
The difficulty comes when you try to predict memory requirements 
to accommodate changes. Operating systems do not have a 1 to 1 
mapping between demand and supply. Some pages can be shared 
among many copies of the same application, while other uses 
require unique allocations for each instance, as this diagram 
shows. 
 

 
Here we have 4 
processes. 
Process #1 and 
#3 are two 
instances of the 
same program, 
whereas #2 and 
#4 are unique. 
They all share 
code to perform 
common 
functions 
(opening files, 
writing data etc.) 

and some of them can share data that they only read (when a 
shared data page gets written to, it is immediately copied, so the 
reader doesn't get to see the modified version). The operating 
system will report the size of each process as shown in the 
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diagram, for a total memory consumption of 57.2MB. However, this 
counts the library code 4 times when in fact all 4 processes access 
the same pages of memory. Likewise, the application "A" code 
used by processes #1 and #3 are double counted and the shared 
data segments (in orange) are also counted for each process. The 
actual memory requirements to run these 4 processes is 37.1MB. 
Each new instance of process #1 needs it's own stack and 
initialised data segments, but shares the library, application code 
and shared data that is already loaded. 
 
Further, most systems will dynamically assign unused memory to 
dynamic system buffers, therefore showing very little unused 
memory. However system buffers are quickly deallocated when 
their memory needs to be assigned to running processes. 
 
Disk 
The only job your production servers have is to process data. That 
data is almost always stored on a disk or disk array at some point in 
it's life and most of the core business data is held in databases. The 
speed that the data can be read from and written to storage is 
critical in a servers ability to process it. While CPU speeds have 
shot up in the past decade and the amount of memory in a server 
has increased hugely, the speed of access to data on disks has 
remained pretty much static for the past 10 years (apart from 
advancements in solid-state disks). There have been some 
architectural improvements, such as smart arrays that achieve 
speed-ups by having massive memory caches but ultimately they 
still have to access mechanical devices to obtain data. An added 
complication for predictions is that as the rate of operations 
increase, the time taken to service them goes up, too. 
 
Other factors 
There are no particular performance metrics that show the effect of 
the architecture on a server. Some components of the architecture, 
such as system buses, have a marked effect on system 
performance but cannot be measured directly. Other aspects, such 
as the method used to connect disk arrays to the central processor 
or the bandwidth of a network connection will change the 
characteristics of the overall server and their impact can be 
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measured indirectly. One major feature is the number of processors 
in a server and the performance increments that can be expected 
by adding more. 
 
A note about disks 
Whether you have a third party product, or use the system supplied 
tools to measure these attributes you should be careful about 
monitoring disks. It is quite normal to find many filesystems, or 
logical disks, on a single disk - although given the multiple layers of 
abstraction that are possible between these logical devices and the 
physical hardware, it is not always easy to spot which filesystems 
share the same hardware. The difficulty is fourfold: 
o  first of all, data rates to filesystems on common hardware all 

contribute to the overall performance of each other, so there 
are interdependencies that must be taken into account (see 
below).  

o Secondly, some devices such as storage arrays will spread 
multiple filesystem across parts of many disks (disk striping) 
and name them as if they were independent. In fact you can get 
a situation where all your filesystems occupy stripes on all the 
disks in an array and therefore act as if they are all on one 
large spindle.  

o The third point is again to do with disk arrays and is due to 
various levels of RAID that can be used. You may find that a 
physical disk containing your most frequently accessed data 
also contains a disk stripe that is another applications backup 
mirror and will therefore execute a large number of I-O 
operations at particular times. We will see the effect this can 
have in an example of a problem, later. 

o Finally, look out for virtualisation. You may find virtual machines 
that are apparently independent but are actually sharing 
common hardware, such as disks and disk controllers. 
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What to measure - in detail 
 
Following on from the high-level attributes described in the previous 
section, this part goes into some detail about the actual data you 
should collect and why it will help you to diagnose problems and 
forecast future performance. 
 
CPU Utilisation 
 
This can have many states, depending on the operating system in 
question. The two most useful forms, common to all systems are 
the amount of time spent executing instructions from the application 
and the time that the operating system spends performing tasks on 
the applications' behalf. In most systems these are known as the 
user (or usr) time and the system (or sys) time. It is usual for the 
various measuring tools to report these values as a percentage, 
thus making the values independent of the period of time that the 
measurement covers. The next section is a discussion of what 
length of time you should specify for each measurement. 
 
Memory usage 
 
You have to be careful here. Most operating systems work on a 
"demand paged" methodology. This means that they don't use the 
whole application program - they only store parts of it in memory 
(the rest staying on disk) as they are needed. Similarly with data: 
programs allocate and dispose of data in memory very frequently 
and the operating system will run it's own housekeeping to take 
unused memory away form applications if other programs need 
more space. My advice is to ignore most of the memory 
measurements that come from third party packages and utility 
programs. Instead keep an eye on the amount of paging that the 
operating system does. This is an indication that there is not 
enough physical memory to keep all the required data in memory at 
one time, so disk space is used to store some of the less often 
used data. Obviously, when this data is needed the program trying 
to access it is delayed while the data is brought back from disk - 
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thus slowing down it's execution. 
There are techniques that can be used to measure the amount of 
memory a process (program) uses - these are described later 
 
Disk I-O rate 
 
This is the number of read or write operations that the server 
executes, per second. With mechanical drives (as opposed to solid-
state storage) the operating system will always have to wait for the 
mechanical parts of a disk drive to align before any data can be 
read or written. The two components being the rotating disk platters 
inside the drive and the read/write heads that select one of the 
thousands of tracks on each platter. Being mechanical, the time 
needed for movement is significant. A platter will on average have 
to rotate half-way round for the part containing your data to be in 
the right place. At typical speeds of 7200 RPM, that will need about 
4 milliseconds. Disk heads don't have to move very far, a few 
centimetres, but their inertia and the time taken to accelerate to 
their top speed, then decelerate to land on the right cylinder (plus 
time to stop and oscillations that these rapid movements induce in 
the mechanics) id significant.. The amount of time taken to seek the 
correct cylinder can still be 10 or 20 mSec. Between them, the 
physical limitations of a disk drive constrain it to around 100 
operations (reads or writes) per second. A drive's performance can 
be improved by reading or writing a larger block of data on each 
operation and also by guessing what data will be needed next and 
holding it in a cache, ready for when or if it is requested. 
The busier a disk drive becomes, the more likelihood there is that 
when your request comes in, the drive is already busy doing 
something else. This implies that your request will have to wait in a 
queue for some time until it is serviced. As the drive gets busier, the 
length of the queue will increase - so the more work you ask a drive 
to perform, the longer each request will take to complete. 
The connection between rate of requests and their completion 
means that as the amount of work asked of a drive increases it can 
rapidly go from a short response time (when there was little or no 
queue forming) to very poor response times (when the queue gets 
longer and longer).  
Therefore I advise monitoring both the rate of I-O requests and the 
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length of time they take to complete. This should be measured for 
the physical media, rather than the logical filesystems on the drive 
as it's the at the physical layer that the work is done. You may 
choose to monitor the filesystems as well, as this gives you some 
idea of where the workload is coming from and therefore give you 
the basis for moving filesystems onto less busy drives to balance 
the load. 
 
Although not strictly speaking a performance factor, while we're on 
the topic of disks, you should also monitor the amount of free 
space. This is a filesystem factor, rather than a physical disk metric, 
as it's the filesystems that run out of space. 
I'm somewhat ambivalent about reporting disk space. It doesn't 
really affect performance but it is an attribute of the server. From a 
practical point of view it is usually the performance guy who gets 
yelled at (either him/her or the support team, but then they just yell 
at you) if a critical system dies because it runs out of space. The 
words "capacity planning" often get used here - it's no use accruing, 
you just have to accept that performance and capacity are largely 
interchangeable in the corporate mind. At the very least disk space 
usage should be recorded on a systems health status display and if 
necessary have any growth trends charted. There is a similar 
argument for database space, but I'll talk more about that in a later 
section. 
 

 
Example disk space alert page. It compares current used space 
with the values from 2 months ago. Large percentage drops are 
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noted, very large drops are flagged. On a production server, disk 
space should not change rapidly (administrators should not leave 
large temporary files around) so daily or weekly reporting is 
sufficient. 
 
 
Network traffic 
 
The final attribute is a measure of the volume of data to and from 
other systems. Generally the network interfaces are the only means 
of getting work in and out of a server. As such the relative volume 
of network traffic (leaving aside networked storage, which really 
should have it's own, dedicated channels) is a measure of the 
business work that a server is doing. Network traffic can give the 
big picture about business volumes: website hits, bank interfaces, 
print jobs, remote/user connections. However, any short-term 
fluctuations are more an indicator of system problems. So if the 
network traffic to a website suddenly drops to zero it's unlikely to be 
because all the users have suddenly decided to log off en-masse. 
I tend to record both the number of network packets through an 
interface and the number of bytes. In operating system terms it 
takes as much effort to process a packet containing 1 byte of data 
as it does to process a packet containing 1000. So the packet size 
gives some idea of how efficiently data is being encapsulated - 
either on the server or within the network infrastructure elsewhere 
in your organisation. 
 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 29 

 
 
Example network packets measurement - profile follows users workload 

from 09:00 - 21:00 daily. (Note the dip at lunchtime) 
    There are two main interfaces at work: 

nf0 with outgoing traffic and 
qfe1:1 with incoming packets. 

    Activity during the night denotes batch processes 

 
The final networking attribute you should consider is a count of the 
number of connections to your server. Later on, when we talk 
 about application monitoring, this is one of the methods of 
determining how many users are connected. Network connections 
have many phases, from the initial connection handshaking through 
to the states they go through when they are disconnecting. When 
they are connected properly and are able to pass data, they are in 
the ESTABLISHED state. If you are running a webserver, you may 
find a lot of sockets in a TIME_WAIT state. These ones are trying to 
disconnect and can take several minutes to do it. While 
disconnecting, they retain the use of a socket - thus depriving a 
new connection from using it.  It is possible to run out of TCB's if 
you have too many is this condition. While this is a configuration 
issue, rather than a performance one it is a nice piece of teamwork 
to keep an eye on the TIME_WAIT sockets, since you are 
monitoring them anyway. 
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Personally I try to avoid getting too deeply involved in networking 
issues. The special skills needed to successfully manage anything 
more than a simple network is a career in it's own right and I find 
monitoring servers keeps me quite busy enough. 
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Monitoring applications 
 
When you look at the architecture of your system architecture, 
typically you will see the underlying servers at the bottom of the 
diagram, with databases, applications, web services, networking 
and GUI layers above - maybe distributed across many platforms. 
Apart from measuring the performance related factors of the 
servers themselves, it is important to have a view on what is 
causing this workload. This information comes from knowing how 
much business work the applications are doing. 
 
As an example, you monitor a server and know that at a given time 
it's CPU utilisation is 58% and it is performing 23 disk operations 
per second, with an average access time of 4.1 milliseconds. Your 
business contacts then ask you whether the server will be able to 
support an additional 15 users. You have no way of answering that 
question without information from the applications on the number of 
users that caused the utilisation you measured. Further, unless all 
the users are doing the same work, you will need to know what 
functions these extra users will require - are they "power users", will 
they be running specialised reports, or will they merely have a 
screen open  and passively monitor some aspect of the operation? 
Even worse: you may have no ideal what quality of service the 
existing users are getting. Are they happy with their response times 
or are they on the brink of a revolt? 
 
While it may be possible to get an informal view of the users' 
perception of the service just by walking around or asking 
supervisors, if your users are internet surfers, or remotely situated 
they generally cannot give you feedback. Even if you do get some 
feedback, it won't be objective - at best it will be descriptions like 
"OK", "a bit slow", "gets bad after 11:00". If you are going to try to 
improve things, it is very helpful to your cause to have hard data, so 
you can say with confidence that response times have decreased 
by X%, especially as users will hardly ever acknowledge 
improvements of less than 50%, and will forget in a day or two just 
how bad things used to be. 
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To have a complete view of your servers therefore, you need not 
only technical data on their utilisation but also a view on the number 
and types of business transactions they are performing and 
information on the responsiveness that the interactive users 
experience. 
The whole question about response times is addressed in a later 
section - it's too big to handle here. So although we'll have to wait 
before we can talk about quality of service, we can talk about the 
quantity of work being done. 
 
Strategy 
Since we're interested only in the performance of the organisation's 
servers, we'll disregard work that users perform standalone, using 
just their PCs and the data held on them. What that leaves is a 
process, or processes running on the server that receives requests 
and does some work to service them. The workload can therefore 
be measured by looking at the number and variety of requests. If 
we can persuade those processes to tell us how long they take to 
respond to requests, we are some of the way towards getting 
quality of service data, too. 
What is available to you depends completely on the server 
processes, how much access they have to traffic information and 
whether or not it has been disabled (some organisations feel that 
application or transaction logging gives them a performance hit, 
consequently they disable it. A big mistake in my view - you can't 
manage things you can't measure). Generally web services provide 
a lot of detailed data -sometimes too much and the trick is to 
separate the key indicators from the inconsequential stuff. If your 
applications employ a middleware layer, such as distributed or 
transaction, processing you can frequently get a great deal of data 
from their logs. You will need to do a fair amount of filtering and 
analysis to come up with the few, key, measurements of workload, 
but the high-level information you get about the volume of work that 
drives your servers is worth the effort. 
 
With batch processes, log files are usually kept to ensure that there 
were no failures, as the jobs frequently run unattended. While 
transaction reporting may have been excluded from these logs as it 
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was of no interest to the support teams who are responsible for 
ensuring they don't fail, you should explore the possibility of having 
it enabled, to give a view of the volume of work these processes 
are performing: whether it's increasing over time or if there are 
particular days when the load is heavier or lighter than usual. 
Information of this sort is helpful for making proposals to rearrange 
schedules either to consolidate workloads or to expand operations. 
 
 
 
Databases 
 
Your database is probably the single most complex piece of 
software that runs on any of your servers. Consequently it can be a 
source of bottlenecks and will have many aspects that can be 
optimised for your particular use. Knowing how much work it's 
doing (the number of queries it's processing) and the amount of 
resource it's using gives you a baseline for making tuning 
improvements. This data also allows you to compare the efficiency 
of the database (work done divided by resources used) when your 
applications get upgraded. Since your organisation's data is central 
to it's success and that data goes through the database, knowing 
when it's working well or poorly is a primary role of monitoring IT 
performance. 
I have frequently been able to identify the classes of application 
tasks by the SQL statements they execute. It is also possible to 
interrogate the SQL history logs to find users who are breaking the 
rules by running intensive tasks at times reserved for other types of 
work and therefore slowing down the priority users. 
 
I won't go into detail regarding the main database products you will 
encounter. However, the principles for monitoring them are all the 
same. You should collect data on the number of queries (and 
inserts, updates and deletions) that your database executes, 
preferably at least hourly. If there are particularly resource-intensive 
statements you may decide to log how frequently, and when, they 
are executed. While databases are positioned as general-purpose, 
it's unavoidable that some intensive tasks can adversely effect the 
performance of others - especially if you mix batch type work 
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(reports, extracts, data loading etc.) or housekeeping tasks with 
everyday interactive use. 
You will also find that databases keep track of their own I-O 
operations. Since data access is central to their operation, it is wise 
to summarise this view of I-O, as well as the operating system's. 
The database view of I-O can be mapped onto tables and indexes, 
so it shows you where the biggest bottlenecks are: which tables are 
performing the most operations (i.e. are not cached as well as they 
could be) and whether the access times to this data is reasonable. 
Frequently, I-O bottlenecks in a database can be reduced by 
moving specific tables or indexes onto different disks. In order to 
know which data to move, you must first have a view (preferably 
spanning the data's entire life cycle) of what data sets are  
frequently accessed together and therefore where the access 
conflicts lie. 
 
Applications and Webservices 
 
We're still talking about servers and it may well be that your 
systems simply use an application on a user's PC to connect 
directly to a database. However there are many situations where a 
server based application fronts the database to implement business 
rules, perform CRM functions, produce reports, do data mining or 
interfaces with other companies to transfer data or financial 
information. Even if all your users are within the organisation, many 
systems have web-based applications that use a webserver to 
handle the application level work. 
The least you should consider is to gather information about the 
number of instances of an application that are running and 
information about how the applications resource usage changes 
depending on the number of users connecting to it. If you can't 
measure the number of users directly, it is often possible to count 
the number of incoming network connections that terminate at the 
application. Usually applications increase in CPU usage and 
memory requirements as more users connect, so it is helpful to get 
some information on the percentage of CPU utilisation per user and 
the amount of memory required to support each user transaction. 
Since most applications get their data from the database it's 
unusual for them to perform much disk traffic themselves, although 
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report generators and data mining can be exceptions to this. 
 
When monitoring web servers most people count the rate of 
connections. This is a good start, although it's often useful to create 
the sort of profile mentioned above and know how much CPU 
utilisation and memory is consumed by the servers, depending on 
the number of connections they have. Another attribute of web 
servers is the volume of data they pass back to the user. You can 
usually obtain this data from the network monitoring utilities on the 
server. 
 
One feature to look out for is memory leaks within an application. 
Because servers may stay up for prolonged periods, any bugs in 
the code that cause memory to be allocated and not properly 
released when it's been no longer needed, means that over time 
the memory allocated to application can increase. It's useful to 
know whether any of your applications show this behaviour as this 
could well limit the length of time you can keep a server running, 
before you have to interrupt the service to recycle the applications. 
 
Directory Service, File and email servers 
 
These types of application are mainly used by your organisation's 
back-office (and possibly call centre) staff. That's not to say they 
are less important than customer facing, revenue earning systems. 
However it does mean that the pattern of use can be different. Also 
the level of "interconnectedness" between some of these systems 
makes the diagnosis of performance problems quite troublesome. 
These services are a common factor in most of the operations your 
colleagues do, so it is very important that they are running 
efficiently. Problems in this area can manifest themselves as 
obscure faults in seemingly unrelated systems, which can take lots 
of time to track down - and even more to fix. You should therefore 
be familiar with the usage and workload profiles of these servers, 
so you can easily identify any extraordinary behaviour. 
 
There are two areas (excluding fault conditions and poor 
tuning/software-configuration) that will concern you: the architecture 
of the systems and the pattern of usage. Architectural issues 
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include choosing which physical disks contain what data and 
knowing where conflicts lie - such as combining transaction logs 
and primary data on the same disk. This area also includes having 
suitable replication and controller setups that can handle the load. 
The second area is concerned with the pattern of usage these 
systems are designed to handle. You cannot work with average 
figures here: you need to know what peak loads these servers will 
be subject to and when these will occur. For example, do all you 
users log in at the start of work every morning? How many emails 
will be waiting for them when they come in on a Monday (or worse, 
on the Tuesday after a holiday). Does everyone fill in their 
timesheet at the same time on a Friday afternoon? these are the 
kinds of information you need, in order to configure a system to 
cope with the peak user demands. 
There is also the question about user behaviour. Email systems 
especially are prone to being overloaded when a popular 
joke/cartoon/rumour gets circulated; frequently leading to a huge 
increase in traffic as everyone forwards it to everyone else (even if 
you anti-virus software screens out malevolent mail). Even if your 
systems are not designed for this once-a-year occurrence, it's wise 
to have some sort of contingency or to build graceful degradation 
into the system, so that it doesn't fail catastrophically when 
overloaded.. 
 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 37 

Monitoring response times 
 
Whether these are the amount of time a user (or webuser) has to 
wait before getting a response, logging in or being able to open a 
file or the time that another operation takes to complete, response 
times are the business end of performance monitoring. They are 
the aspect that the money-earning side of the operation sees and 
cares about. We will see in the Quantifying Benefits section how 
poor performance can have a direct effect on an organisation's 
costs and how you can help reduce them. 
 
When monitoring response times nothing beats actually running the 
operation yourself and timing it. Obviously, this can get a little 
tedious when you have several different servers all running multiple 
applications, services and websites. Most organisations either use 
a third party product or find ways of automating the process. 
 
I find it's useful to get timing data from each different layer in your 
application. So if, for example, your users run a web application 
that accesses a database I like to get data for how long the 
database queries take to execute, how long the web page takes to 
respond to the user and also how long users in remote locations 
have to wait for their answers. If you simply monitor applications 
from within the server room you will not be aware of problems due 
to network congestion and you may find that you cannot rebut 
complaints of poor performance for things that are outside your 
control. (Similarly, you should also be able to pass complaints on to 
third parties, if they are the cause. This needs near/far comparisons 
for evidence.) There are also benefits from having this data if an 
application runs slowly for some reason. Your records can help the 
various support teams identify where the problem really lies, rather 
than have each of them search for a problem in their particular 
space  and sometimes all end up blaming each other! 
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Running sample queries into the application and database server to 

get response time information 
 
 
This kind of work is closely related to application stress testing, 
which hopefully takes place on newly developed or changed 
applications before they are released into your production 
environment. You may find there is a nice convergence between 
performance monitoring and the application development/support 
people, where you can help each other both in pre-production 
stress testing and post-release monitoring. You may also find that 
the response time monitoring work can be shared with teams that 
have an interest in ensuring quality of service, such as response 
time SLAs and batch execution times. 
 
Just as with server monitoring, there are several third party 
products available to help with various aspects of application 
monitoring. Most focus on one, or a few, specific areas, such as 
end user response times or timing database queries. it is important 
that if you do decide to use commercial offerings that you can tie 
their output together to get a single, consistent view across your 
organisation. It is also helpful to have results available in near real-
time, so that when situations arise, you can readily get to see what 
people are complaining about. There's nothing more frustrating for 
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users than to have their complaints dismissed with lines like "it 
looks fine from here". 
If you don't want to spend what can be a great deal of money on 
bought-in solutions - which you will have to customise for your 
particular transactions and applications, or can't find a set of 
solutions that will work together across your portfolio of 
applications, it is possible to come up with your own application 
monitoring system. You can get free or low-cost packages that run 
on most operating systems that can automatically execute and time 
your operations. Some can be used to directly inject queries (or 
updates - but I prefer to stick to read-only operations for timing 
purposes) into your database to monitor it's performance. You can 
also get packages designed for automating repetitive operations 
that will run your applications without human intervention, Use ones 
that have timing facilities and you can create reports for how long it 
takes to navigate between screens. If you have users at remote 
sites, you could install your automation software on a dedicated PC 
to take network overheads into account. 
 
I generally use Tcl to inject queries into an oracle database and 
measure how long it takes to get the results back. The list of 
queries come from research into the most frequently run pieces of 
SQL. I take between 10 and 20 pieces of code that have a low 
impact and are run often. The subject of the queries (names, 
addresses, customer numbers etc.) should come from the database 
and be consistent so that you do actually get rows returned. I prefer 
to take a geometric mean (multiplying the response times, rather 
than adding them) as this desensitises the result from variations in 
longer queries having a disproportionate effect on the result. 
Instead of presenting the results just as a number, I "normalise" the 
results by comparing them with a representative result from a time 
when the database response was good. These calculations give a 
"figure of merit" with a value of 100 being the same overall 
response time as for the "good" sample. Larger numbers mean 
longer responses and smaller ones mean the queries ran faster. 
It may be helpful to run the suite of queries twice in quick 
succession. that will give you additional data for response times 
when the SQL has already been parsed and the data needed to 
execute the queries is still in the database's cache. 
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Example database figure of merit graph showing relative response times for a suite 

of SQL queries 

 
The graph above shows an example taken from a performance 
monitoring web page. Here I have combined the response times 
from three associated Oracle databases. You can see that one of 
the databases is experiencing poor response from 14:00 - 15:00 
with a "blip" at 12:00. The figure of merit data suggests that 
response times are several times their normal values. Although I 
don't generally publish individual query times (too much data!), it is 
available and can be used when the need arises. 

 
Breakdown of individual queries for one of the databases - this data was part of a 

problem analysis 

 
For application response times, there are commercial packages 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 41 

available that will measure end-to-end response times. These can 
subdivide the results into time spent on the local PC, an estimate of 
network delays (usually by sending a simultaneous "ping" to the 
application server) and time spent within the IT cloud. Generally 
these packages cannot differentiate delays once a query reaches 
the first server. However as they are designed as quality measuring 
facilities this is not too important. 
You can also create your own solution. There are applications 
available that allow you to write scripts that will move a PC mouse, 
enter data and detect responses. They can also log the time each 
response takes. I have used AutoIt with some success for timing 
interactive applications and website responses. No matter whether 
you choose a commercial package or not, you will have to spend a 
considerable amount of time customising it to respond to your 
applications and in creating data that it can use as sensible input 
data for the application's input fields. 
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What's it worth? 
 
So you discovered a problem, pressed the panic button 
(metaphorically, I hope) averted a crisis and saved the company 
some money. The question is: how much? 
This is such a difficult question that most organisations have given 
up trying to answer it. It's closely linked to the equally thorny 
question of "how much is disaster recovery worth?" After many 
rounds of trying to get an objective assessment, most places 
abandon that approach and end up with a figure that "sounds about 
right" but relies more on feelings than hard-nosed numbers. 
 
Sometimes you can estimate a value. If you have data about the 
value of transactions going through a server, or the value that the 
business side of the organisation places on a system you can use 
this information, with a few guesstimate fill-ins, to come up with a 
financial cost. Here are some examples. 
 
1.) Each night you batch-process £5,000 of business. You have a 3 
hour slot to process these transactions and it normally takes your 
server 2.5 hours to complete the work. At a rate of 5% interest, that 
works out at about £0.70 for every day you don't credit that £5000. 
Since you only have 0.5 hours of spare capacity each night, it will 
take you 5 nights to catch up the loss, so your monetary loss is 
£0.70 for the first night (£5000 uncredited), £0.56 for the second 
(£4000 uncredited) and so on, for a total loss of £2.10.. 
If you lose 2 days running, then it will be 11 days since the start of 
the problem and your losses will be on £5k for the first day, £10k for 
the second, £9k for the third and so on. The lost interest will be 0.7 
+ 1.4 + 1.26 + 1.12 ... for a total of £7.70.  
 
Now the interesting thing is that although the amounts are small, 
most businesses are willing to spend a lot more than the financial 
cost to fix a one-off problem. In this fictitious example, it may take 
someone an hour to identify the fault and fix it. For a support 
person earning £25k that's around £15 of salary plus office costs - 
say £30 in all. In practice a company would probably be willing to 
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have someone spend a day working on this problem, at an actual 
cost of £200+, i.e.100 times the lost value. How would you put a 
value on avoiding this problem? Somewhere between £30 and 
£200 seems to "sound about right" and £50 seems reasonable: 1% 
of the revenue involved. You have to ask yourself: how good is your 
organisation at spotting faults, without your help? If you think 
something like this would happen once a week, you could be 
justified in upping your values accordingly. 
 
2.) A different point of view would look at how much the 
organisation has invested in a system that is now not paying it's 
way. Consider a company webserver that's used for e-commerce. 
The hardware may have cost £50k and the software another £30k. 
The cost of developing the website was another £50k and other 
costs involved in it's deployment were an additional £20k. That's a 
total cost to the company of £150,000. Assume running costs and 
maintenance are 20% of this per year and the system has a design 
life of 5 years (very optimistic!). Then annually, the website costs 
£150k / 5 = £30k depreciation, plus £30k to run, for a total of £60k 
p.a. or £164 per day. You notice that utilisation is too high and the 
web logs show 10% of transactions either fail or customers "walk 
away". Then, just on costs alone, fixing the problem is worth 
£16/day. If the problem would go on for (say) 6 months unless you 
had detected it, the value of your intervention is £3,000. 
 
3.) Your company runs a call centre with 100 agents staffing the 
phones. The number of required agents is based on the number of 
expected calls (or if it's a sales operation, the number of outgoing 
calls in a campaign) and the duration of each call. If a call lasts on 
average 3 minutes, with 1 minute between calls to wrap things up, 
we can expect each agent to take 15 calls per hour. If the 
application they access is running slow due to server overload, and 
adds say 15 seconds to the duration of each call, then an agent can 
only take/make 14 calls per hour, so the workload that should need 
100 agents will need 6 extra staff. Even just wages at £6 p.h. per 
agent, works out at £270 per day for a 7.5 hour peak-time shift. 
When you include the office costs, this number could double and 
the value of lost sales or orders could be even more. 
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One area where I've never managed to put a cost on performance 
problems is back-office work. This is the running  of your 
organisation: internal security/logins, serving files, email and data 
for the administrators and managers. The only approach that gives 
realistic numbers is the "lost wages" view from example 3. 
However, a much more important aspect of smoothly running 
internal services is the visibility to senior managers and the 
intangible benefits you have from ensuring they don't associate you 
with problems in their organisation. Generally there's no question of 
the relative importance of keeping the managing director's system 
running well and fixing a performance bug in a production server - 
you have to do both at the same time, but the MD's first! 
 
Value for money 
 
The preceding section will probably leave you with a view that since 
problems are few and far between, the amount of lost income you 
can claim to recoup is quite small. In most I.T. operations you may 
only identify one production problem a week, maybe saving your 
company a few hundred pounds a month. It won't exactly pay your 
wages, let alone provide a return on investment for the commercial 
monitoring package you bought and the server to run it on. There 
are two points to be made here. One is to make modest 
investments in third party products - the more you spend, the 
harder it will be to justify your existence. The other is to reduce your 
"running" costs as much as possible, to free your time to do other, 
higher value, work. 
As the name implies, the higher value work is where your 
contribution will be the greatest. The areas where you can really 
shine are to do with getting the best value for money: either through 
improving the efficiency of the organisation's I.T. or in helping them 
to specify the correct servers when it's time to make more 
investments. These areas are covered in more detail in the third 
part of the book. 
 
I am a great believer in automation. If your setup requires that you 
spend 2 hours each morning producing a report of the previous 
day's performance, try to automate this work - or at least the 
tedious, repetitive parts. Apart from giving you time to do more 
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interesting things, the automatic stuff can be scheduled to run 
during the night so your reports are prepared before you arrive 
each day. Most commercial offerings have this ability built in, 
although it is often possible to take it further, depending on your 
particular circumstances. If you are creating your own monitoring 
system, you should aim to make all the day to day operations run 
themselves. This is also a great help if you are the only 
performance person in your company - by automating things you 
might even get to take some time off occasionally. 
The second section of the book A Self-built system contains more 
information about automating things. 
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Integrating business data 
 
This is the final piece of the jigsaw. The monitoring system gives a 
view on how hard your servers are working, how many users you 
have working on them and the business information will tell you 
what factors are creating that work. You can classify business data 
into two types. One is the static assumptions that formed the basis 
for the system: such as the size of the customer base or the 
number of hits per hour a web service expects, and how these 
parameters will change over time. The second type of business 
data is new initiatives or opportunities, such as sales campaigns, 
new or improved functions and new legal or regulatory 
responsibilities. 
 
How you can approach new proposals is dealt with in the second 
part of this book. For now we'll concentrate on using data for 
systems that are running today. This will tell us how good the 
starting assumptions were, how much progress any growth plans 
have made, and how much capacity is unused and can be taken up 
before the systems will need upgrading. You may even be in a 
situation where the initial designs no longer exist, or have been 
made obsolete or even were so vague that they're useless. You will 
have to do some work to find out what are the key factors that your 
organisation depends on and what activities are merely derived 
from them. 
 
For example, take a situation where your organisation's website 
has an online shop. The key information here is the number of 
orders it takes and the average value of the orders. Now the order 
value and popularity of various products is probably outside your 
area of interest (except as an employee, you're interested in how 
much money the company is making).  You do care about the 
amount of server resource that goes into each sale, including all the 
hits your site takes that don't result in sales. You also have a view 
on the pattern of access, so you know when your peak usage is - 
both for hits and sales, if these times are different With this 
information you can work out the amount of CPU utilisation, how 
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many disk operations, the number of network packets and  the 
amount of server memory that is needed to satisfy the demand. 
You will also know which servers are interconnected and therefore 
where the dependencies are. The result is that when you are told 
that the organisation is planning to increase web based sales by 
25%, you will be able to tell which servers can cope with the 
additional work and which ones will need to be upgraded or 
replaced. 
 
From a technical point of view, we're not too interested in the 
external manifestation of the sale: the warehouse operations, 
courier services etc. We do care about the transactions and web 
pages involved in the process. By counting them, we get a good 
view of the number of sales that took place. We can also check the 
pages to do with returns and cancellations. While these reduce the 
number of sales, they don't reduce the amount of server activity 
and therefore must be added, not subtracted from the workload. 
Ideally the goal would be a table something like this: 
 
Peak completed sales  120 per hour 
Peak returns  3.1 per hour 
Peak failed sales 551 per hour 
Number of items per order 1.8 
 
Sales pages accessed per order (completed and failed): 
  5.3 product pages 
  3.6 product review/feedback 
  2.4 sales cart 
  1.1 order summary 
  1.1 order confirmation 
  0.16 order cancellation 
  1 delivery address 
  1 credit card submission 
  1 validation 
  1 dispatch 
  1 pro-forma invoice 
  1.9 order progress 
  0.03 sales support 
  0.02 returns authorisation 
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  1 confirmation email 
 
  casual visits per completed sale: 711 
 
This pattern of use comes from examining the logs of the web 
server. The first operation is to look at the time stamps to find out 
when the peak periods of operation are In this case you hopefully 
already have web log analysis, to find out which pages are most 
popular and to track patterns of access.. The servers must be sized 
to deal with this peak workload - not the average. Once you have 
this information (and it can vary with the day of the week, or there 
may be peak days of the month/quarter/year - depending on your 
application). The next stage is to correlate the peak time with the 
resource usage on all the servers associated with the tasks. This 
may not be just the webserver(s), but can include load-balancers, 
security (firewalls etc.), authentication servers talking to the credit 
card companies, database servers retrieving product descriptions, 
warehouse pick-controllers to select the goods, invoice printers and 
others: not all of which do their work at exactly the same time. 
At the start of the book we talked about drawing together 
information of which systems are involved in each business 
process. You can calculate the resource usage per hit/sale on each 
of them. You can also do some calculations to see how much 
database, or disk space, is used by retaining customer and 
transaction records. This is more to do with overall sales volumes 
than peak traffic and will allow you to forecast the rate that space is 
being used up and how that rate will change if sales increase. 
 
The results from your original table or spreadsheet and knowledge 
of the interconnections between your servers will let you build a 
model of the resource usage per sale or transaction for each of 
your servers. You will already have data on the utilisation of the 
servers and you may even have some long term trending data to 
show how usage is changing. You are now in a position to make 
some technical statements about how an increase in sales (or a 
new business process) will affect the utilisation of your servers. 
What you don't yet know is how the quality of service will be 
affected. 
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The same principle can be applied to every other type of activity, 
whether it's sales agents making cold-calls, utilities with their meter-
reading and billing operations, help desks, payroll, email servers, 
banks, airlines, document serving or media companies. As long as 
you can define business operations and get numeric data for it, you 
can combine this with your server utilisation data and create a 
model of resource usage per operation. 
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Alerts, reports and predictions 
 
These are your formal outputs and therefore will be the things that 
your work is judged on. You should also be aware that they may be 
circulated far from the people you originally send them to. They can 
also be the things that take up most of your time (provided you 
have automated all the mundane activities and therefore aren't 
spending all your working hours cutting and pasting data, fixing 
collection problems, manually reformatting files or processing data 
that you haven't quite got around to automating yet). 
 
So far as alerting goes, this is one area where your organisation 
may already have some processes in place. It's quite common for 
support teams to receive messages when one of their servers fills 
up a disk, or gets overloaded or exhibits some of the other more 
easily identified faults that they would be responsible for fixing. If 
this is not already in place, your monitoring can supply this sort of 
information with very little effort. You should be aware that they 
may want to be warned of problems quicker than your worst-case 
sampling time allows, so some reconfiguration, or changes in 
expectations may be needed. 
Apart from the run-of-the-mill alerts that most system monitoring 
software is designed to check, you can add extra features from 
your measurements of response time and business functions. For 
example, if your systems notice that response times on a web 
server exceed the SLA, you could tie this into the alerting system to 
let the relevant people know, before the complaints come in. 
Generally IT managers much prefer to hear about problems from 
their own people than from the users - it gives a feeling that they're 
in control and can possibly alert the business to problems before 
they get noticed and escalated. You can also flag problems with 
applications if your application monitors fail to connect to the 
systems they are supposed to be monitoring. This can happen, for 
instance, if the number of connected users exceeds the license 
limit, or system configuration, for your implementation - excess 
users may get barred or disconnected in situations like this. 
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The Basic Functions section discusses the regular and ad-hoc 
methods of data analysis. The day-to-day reports you will be asked 
for will depend on the culture in your organisation. Some places like 
to receive a regular report on the state of their servers, others 
prefer only to be told when there is a problem. If you receive no 
guidance, I have found that a short report on a monthly basis 
showing a red/amber/green status on various factors for your 
important servers is sufficient. If you do see some servers regularly 
showing red (whatever you decide that means - this is a judgement 
call), then some additional words would be in order. 
 

 
 Example status report. Technical attributes are 
    on the left and business factors on the right 

 

It pays to be flexible here. It's better to produce something early on 
and then refine it later than to spend forever trying to get it perfect 
before you send anything out. 
 
This kind of automated reporting, where the format is fixed and the 
content is relatively simple, is ideal for putting on a web page. 
Provided there is nothing confidential about the information (such 
as financial information, for example) there should be no problem. It 
also gives you an idea of how frequently people refer to these 
reports, by checking the webserver access logs. I have found in the 
past that reports which people say they "absolutely must have" or 
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are "required as part of our quality process" frequently never got 
looked at. If you had a mind to indulge in some office politics, you 
could use any lack of interest to "poke" the people who insisted you 
produce them. Hopefully though, you have more productive ways to 
spend your time. 
I would however, suggest you take an interest in them, at the very 
least to ensure there is nothing that you should be taking action 
about. 
 
The ad-hoc reports need a different approach. Here you will be 
preparing single reports (usually as documents, either written or 
emailed) on request, or to support a piece of work. This is not so 
much about presenting well defined results, but require that you 
can take a problem (not necessarily a technical problem, but maybe 
a business one), determine what the key points are, perform an 
analysis - using data you already have or the results of some 
research and draw a set of conclusions. Depending on the 
particular case you may also be required to add in timescales, 
expected outcomes, costs, action-plans etc. These are covered in 
the business side of the book, 
For your automated reports, it was worthwhile spending time to 
make sure they run reliably without personal intervention. Here that 
feature is less important. While you may have to develop some 
code (or scripts, macros etc.) to analyse data in a particular way for 
a piece of work, the efficiency of the code and elegance of the 
solution are much less important than the time it takes you to 
produce results - quick and dirty is the watchword here. If you are 
able to adapt techniques you've used in the past, so much the 
better. 
I have fount that presenting my conclusions in "sound bite" or bullet 
point format is frequently effective. This is often the only part of the 
report that most people will read, so make sure you have a clear 
sense of the message you wish to communicate. 
 
The final part of this section is to do with predictions. These can 
range from the simple, linear regression type of prediction (the disk 
array has 88GB  free, we're using 7.3GB per week so we'll run out 
of space in 12 weeks) to much more complex issues to do with 
response times, increased workloads, estimating the impact of an 
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upgrade and more. 
My philosophy is to keep things simple. If you are asked to predict 
how more hits will affect the performance of a webserver, you can 
dive into queuing theory, produce all sorts of wonderful equations 
and charts that predict the expected performance to 3 significant 
digits. However, if your input data has a +/- 20% accuracy limit you 
are wasting your time. In this particular case, I have concluded that 
response time is proportional to the amount of idle resource. If your 
additional workload will reduce the amount of free CPU time by 
50% and this is the limiting factor, then expect response times to 
double. It's rare that business requirements can be determined to 
better than 25% accuracy, so this is a good indication of the kind of 
accuracy needed. 
 
Mostly the relationships between cause and effect are simple. 
When in doubt I have always found that assuming a linear 
relationship is a good first approximation, possibly with some 
compound growth if the case merits it. This can break down when 
you start to get close to capacity limits, but by then you probably 
shouldn't be trying to add to a system anyway. If you create a data 
model and find that your results vary wildly with small changes to 
an input parameter I would suggest you re-check some of your 
basic relationships. 
The third section of the book has more to say on interpreting your 
data, including an example what can go wrong if you simply 
extrapolate data, without having an understanding of the underlying 
business processes. 
 
When you do produce a document that makes predictions, it's 
important to include your working assumptions. If you are 
dependent on information from other people or departments, say 
so. Record (maybe in an appendix) who told you what and when. 
Make sure that person agrees with what you think they said. 
Nothing focuses a person's attention more than the knowledge that 
what they say will be written down and could be used against them! 
The best way to do this is to have them send you the relevant 
information in an email, or have them validate in writing the 
accuracy of data you send them - that way there can be no claims 
that you twisted someone's meaning. If you do cite an individual in 
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a document, it's always courteous to send them a copy. If you have 
the time, send them a draft, so they have the opportunity to object if 
they feel you have misrepresented what they said. (The draft could 
just be a draft of the parts that mention them and what was said.) 
 
The biggest problems I have come across are the blue-sky (or 
green field) projects where there is no prior experience to base a 
judgement on. For example if your company is planning it's first 
CRM system and you get asked a question like "How many CPUs 
will we need to support 5,000 transactions during a peak hour" you 
have some approaches you can draw on. 
The first would be to ask the vendor. They may well have case 
studies as part of their pre-sales initiative. If possible try to visit one 
of their customers and talk to them about system capacity and 
such. 
If this is not practical for whatever reason - there may not be any 
suitable sites in your country, you could try asking on the internet. 
Possibly in a usergroup forum or via a web search, although it is 
always risky to take the advice of strangers at face value [ahem] 
and you won't have any safety net if the advice turns out to be bad. 
It can however, be useful as one reference point if you can verify 
the information somehow. 
The next best technique would be to try and base an estimate on a 
system you already know about. In the above example you could 
say "well, it's basically a database and each call will need the 
following types of query" and build a spreadsheet detailing all the 
things you think will be needed and the resource cost of each one. 
 
From a corporate point of view if this is really completely new and 
unknown territory some sort of pilot scheme has a lot of benefits. 
Not the least that it allows the IT staff and the business side of the 
operation to gain some familiarisation with the system and it's 
processes before they have to do it "for real". Pilots are expensive 
but as the cliche goes, not as expensive as not doing it. If possible, 
you should apply pressure to run some volume or stress tests. The 
sort of techniques you use to measure the response times of your 
other applications can be used here to simulate users inputs. Be 
warned, it takes a lot of time to do this work, almost certainly more 
than you will estimate. You will, most likely, need someone to take 
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over your other duties while you work on this, even if they are 
mostly automated. 
 
Finally, it's very unlikely that the business assumptions you based 
your estimate on will be accurate. If they are off by a factor of 50% 
and all the assumptions, guesses and gaps you have had to make 
amount to another 50% uncertainty, your end result could easily be 
out by a factor of two in either direction. The best way to mitigate 
the effect of having too little or too much hardware is to negotiate 
with your vendors for a "capacity on demand" configuration. You 
will possibly pay a premium for this flexibility but when things have 
settled down you can either give back the excess hardware, or 
maybe redeploy it for the next new project that comes along. 
Having a view of the performance of your systems means knowing 
where there is spare capacity as well as where there are problems. 
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Putting your data on an intranet 
 
When the internet was very young, I decided that it would be a 
good place to start publishing performance data. One of the 
benefits was that I could have web pages updating at regular 
intervals. Another benefit was that it stopped people having to 
come and interrupt me with questions like "how are the servers 
running?". The most compelling reason, however was that I wanted 
to learn about this new and exciting technology. 
The second iteration of the webiste was a success. Initially I put up 
a ton of data - not very well organised and with lots of flashing 
icons, garish colours and embellishments, that seemed like a good 
idea at the time. They weren't. From experience I would say that 
the more compliments you get from your peers, especially if they're 
words like "cool" and "awesome", the less acceptance it will get 
from your business community. There seems to be a negative 
correlation between the admiration you get from your colleague at 
the next desk and the admiration you get from the boss, and the 
boss's boss. Since these are the people who assess your pay and 
promotion prospects (or contract renewals) it's much more 
important to impress these individuals than your office buddies. 
 
So step 1 would be to stop and think. 
 
One of the first things you should do is talk to your personnel 
department about the Disability Discrimination Act and how they 
apply it to website design for internal use. They may have 
guidelines or templates that you should use to ensure people 
accessing your services can view them properly. 
You should also spend a significant amount of time thinking about 
how you want to structure the website. Are you planning to have 
realtime data updates and/or alerting? How about interactivity, for 
example applets that allow users to zoom-in on graphics, or extract 
data to use themselves? You should also think about how you will 
structure the information - will it be by business unit? 
geographically? and also will there be areas that contain sensitive 
information that should only be available to authorised staff? 
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Finally, consider how you will produce the website. Most websites 
nowadays are created with a set of tools, either to create the web 
pages directly or more likely to produce a template for a content 
management system that creates your website dynamically. A 
quick chat with your web people may give you some ideas of what 
is available to you and what support you can expect from them. If 
not there are some freely available and much used packages you 
can download.  At the time of writing, Drupal(92), XOOPS(126), 
Joomla(51) are the most popular free CMS systems. The numbers 
in brackets are the number of books that Amazon.com has on each 
one - totally unscientific as a measure of their suitability, but 
possibly helpful in giving you an idea of the level of support and 
popularity you can expect for these packages. These all use 
MySQL as a backend database, so if you are considering storing 
your performance data in a database, you may as well use one 
single instance for both functions. 
 
In the past I have built websites so that each interested party 
(whether that's a specific part of the business, or a support team) 
can see the information that is relevant to them, while avoiding stuff 
they aren't interested in. For example, if you have a telesales team, 
a data mining group, back-office staff and a warehousing operation, 
they would each want to know about the status and running of their 
servers. To fulfill these requirements I have a "top level" page for 
each group, showing up-to-date status of their systems: what's 
up/down, how many users are online, system utilisation, response 
times, waiting time/queue lengths, calls taken/missed, free disk 
space and whatever other parameters each group is interested in. 
Behind that you can have technical data such as server utilisation, 
number of transactions per second, free disk space and application 
performance. In addition the support teams are interested in a lot of 
this data, but "horizontally" rather than "vertically". So you may give 
them separate pages for CPU resources, disk space, database 
query times, free tablespace and network traffic. 
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Simplified site map for a performance monitoring website 

 
You can also publish information that is more like news, for 
example scheduled downtime and system availability or planned 
software upgrades and data reorganisations. If your organisation 
doesn't already have it, you can also put up some help pages 
containing information on processes: such as how to report a bug, 
or contact methods for the support teams. As mentioned in What to 
do with your data it's helpful to build some reference pages that 
describe the configuration of each server. Use this as a central 
place to note hardware specs, software configuration and versions, 
SLAs, design limits, licensing details, subnets and even location (if 
your server room/datacentre is large). 
 
In the (fictitious) page below, the date and time are updated by a 
module included when that field was defined as date/time. The 
content of the two side panels is dynamic data, updated by 
regularly run monitoring processes, pointed to by fields in the 
template. This includes R/A/G status, numeric updates and 
graphical elements. 
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Example system summary page for a business unit. Shows system status, team 

news and real-time stats 

 
A further advantage of using some sort of website management 
system is that you can let non-technical people produce content, 
without them having any HTML or web-publishing experience. The 
central column in the above sample is an example of a "news" style 
of publishing where the user simply creates entries using a normal 
editor. The content management system handles translating these 
items into a web page, ensuring consistency and managing the 
removal of old items. You can also let business people alter other 
parts, such as the supervisor's name/contact number without fear of 
them corrupting the rest of the page. 
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Creating web content 
 
As I mentioned earlier, when I created my first performance 
monitoring website, the second version was a success. One of the 
lessons I learned quickly was that people like consistency. 
Originally I just added data pages as I created them. Since I had 
access to some servers before others, the content and links for 
these were quickly put on the web. By the time I got access to other 
servers, I had found new ways of organising the data - so these 
pages looked different from the earlier ones. 
 
People hated that, but what they hated even more was when I 
changed things around. Even if a website is inconsistent and 
difficult to navigate, the users will become familiar with the quirks 
and idiosyncrasies. In all likelihood they will find the few pages that 
contain the data that is relevant to their needs and bookmark them. 
If you go changing links and page layouts, it may well be "better" 
but there will always be users who have got used to the old site and 
will resist change. 
Change however, is inevitable. So it's always wise to plan for it and 
to structure your website in a way that makes it as transparent as 
possible to the audience. If you do reorganise parts of your website, 
leave links from the old pages to the new content - possibly with the 
type of message we've all seen "this page has been removed, you 
will be forwarded to the new page in 5 seconds". I would also 
advise against experimenting on your "production" website. If you 
want to try out new techniques, or redesign a set of pages (possibly 
because you are granted access to better data) the best approach 
is to do this on an experimental copy of your site. When you have 
things working, simply swap-in links to the new content. I would 
also advise against giving users too many choices; such as 
methods of viewing data, interactivity in selecting different fields to 
appear on a report or even with things like colours or font sizes. It 
just complicates matters and can waste their time if they then 
spend forever tweaking a page format, when all they really want is 
the data. If you can't decide, for example, which of three sets of 
data to include then give people access to all three. The generation 
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process will be automated so it won't take up your time. However, 
it's far better for you to know (or choose arbitrarily) which data is 
most relevant and just include that. If people have a real need for a 
different view, they can let you know - possibly through a 
suggestions page. 
 
My favoured approach (now, after some experimentation) is for 
simplicity and an uncluttered view of data. Have the most important 
items available first and give users links to drill down for more detail 
if they need it. I am a great fan of presenting data graphically rather 
than textually - either as graphs showing the critical parameters, or 
even simpler as a Red-Amber-Green status display, possibly with a 
brief message to explain any abnormalities. If users do need to 
extract data for their own uses, consider giving them links to the 
files, spreadsheets or database query rather than publishing a table 
on a web page. However, by providing links, you should be 
prepared for people to incorporate them into work of their own and 
to complain if you change locations or formats. 
 
So far as the actual creation of content goes, this will be almost 
completely automated. There are two approaches to this: 
 
o dynamically generate graphs and status tables when the user 

loads or refreshes a page 
o have a background process that creates this content on a 

regular basis, place links to their location in the page 
 
The first approach is more "modern" and by using methods such as 
AJAX, you can have web pages update themselves without any 
obvious changes. This gives your pages a seamless look: users 
can just load the page and as the underlying data is updated, their 
display changes to reflect the new information. it does however put 
a greater burden on the web generation platform although this 
probably won't have much effect on the limited number of people in 
an organisation who are interested in performance statistics. 
 
The second technique is simpler to implement and allows you to 
pull graphs straight off the website to include in documents. It is still 
possible to specify a refresh time for the page so it can update 
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itself, but this is much less elegant. Since I have no Java skills and 
just use web publishing as a means to an end, I have adopted the 
second method. Maybe if the opportunity presents itself, I will start 
to modernise. 
 
There are however, many places where users want hard facts, 
rather than trends or indicators. Examples of this would be 
 - How many users are connected right now? 
 - what time did last night's backup finish? 
 - do we have enough free disk space to run a report? 
 - what is the value of orders taken so far today? 
 
In these cases it's much better to "frame" the data, rather than just 
include it in part of a sentence. For example, compare the following 
ways of publishing data  
            On 27-Oct-2006 there were 87 users connected 
            Number of users connected on 27-Oct-2006: 87 
 
In the second case, once a user is familiar with the structure, it is 
much easier to see the important data: the number of users rather 
than having to parse the whole sentence. I dislike using relative 
terms such as "yesterday" as they give users no indication of the 
currency of the information. If for some reason the web page didn't 
get updated for some days, the term "yesterday" would lull readers 
into assuming it referred to the previous day and would therefore be 
misleading. By putting specific time/date stamps on the data, users 
can immediately see how old, or new, it is. 
 
How you go about producing graphics from your performance data 
depends on what you already know. There are libraries and 
packages available for pretty much every major scripting language. 
You can use automation macros in Excel, right through to writing 
programs in Java or C. Personally I like to have a fair degree of 
control over graphics elements - their size, position, orientation and 
colour. However I also like to be able to produce new graphics 
quickly. Over time I have developed sets of Perl scripts that have a 
common look and feel to their output. This adds uniformity to the 
output which enhances my web content and the common modules 
make it easy to produce different results. My Perl scripts are based 
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on the open source gd graphics library. This also has interfaces for 
Javascript, Python, Ruby, Tcl and PHP (among others). Since there 
is a good selection of web languages available, you can use gd to 
create web pages dynamically, with data straight from the 
database. You can also use these as a normal scripting language 
and have the output sent to files, that are inserted into static web 
pages as needed. All these facilities can be used on either 
Unix/Linux or Microsoft platforms. 
 

 
 

Example graph with low-level control of graphical elements 

 
If you are starting out, I would suggest using one of the high-level 
packages, just to get something on your intranet. A Google search 
will give you many options some that are free and some that cost 
small amounts of money. Typically these have default settings that 
will produce acceptable results, with the opportunity to tune some 
or all features when you become more familiar with the product. 
While changing the style, format and location of web pages is 
generally met with grumbles, I have not had any adverse feedback 
from changing the style of graphs. Usually people will prefer to 
have something rather than nothing and improvements you make in 
presentation show that you are interested in making things better. 
Just don't let it take over your life. 
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Summary of the first section 
 
That's the first part of the process completed. At this point you will 
have a good idea why organisations should be enthusiastic about 
monitoring the performance of their servers. You should be able to 
put  a clear case for why this needs to be a full-time activity, not just 
something to start doing when a problem comes to the surface, 
only to be forgotten about after a solution has been found. You will 
know about the benefits of avoiding problems rather than just fixing 
them after the damage has been done and you will have a pretty 
good idea what you need to monitor and how to bring it all together. 
 
If you have decided that a commercial solution is appropriate for 
your organisation, it may come as a bit of a surprise that you should 
read the next section about a self-built solution. (Or at least skim it). 
The shrink-wrapped boxes and discs that will arrive on your desk 
will give you a technical solution for collecting data on the 
performance of your servers. They know nothing about your 
business requirements, nor do they know how you will have to 
analyse their data to get the results you need for your particular 
situation.  
 
For those readers going down the do-it-yourself route, the next 
section will give you information about the "where and how". It 
doesn't contain any scripts or code to collect data and it won't tell 
you how to install the systems - you're expected to have your own 
ideas and system-building abilities for that. It does make some 
suggestions about what platforms you will need and some ideas of 
what to aim for. 
 
Best of all, it's fairly short. 
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Part 2. 
Building your own system 
 
This section is meant as a guide for people who have decided to 
use the native tools that come with their systems and applications, 
with a bit of self-written "glue" software to hold it all together, to 
build a performance monitoring system. It is also to help you if you 
have a commercial package that either does not do all you want it 
to, or can't interface with your application and business data. 
 
I won't be giving you any software or scripts to do the functions 
described - you will have to produce your own. One of the reasons 
is that the scripts I have form part of my intellectual property: I 
make a living from them. Another part of the reason is that in the 
past when I have published scripts I get deluged with emails asking 
me to explain how it works, requests that I alter it to do something 
else, criticisms because it can be done "better" in someone else's 
favourite language and demands that I help people who can't get it 
to work for themselves. A third reason is that no two people will 
have the same set of skills and find themselves in the same 
situation. So a lot of people would be unable to implement any 
given solution - no matter which one I provided here. If you don't 
have any scripting ability yourself, I would suggest one of the 
options below: 
 

• Learn: If you intend to make a career of performance 
monitoring, or system administration in general you can 
either do everything manually and spend your working life 
cutting and pasting, keying in commands and clicking "OK", 
or you can get the computers to do this trivial stuff 
themselves. You will find it much more rewarding to spend 
your time on higher-level tasks once you have freed some 
time by automating things. Having some scripting 
languages is an investment you should make in yourself - 
they will repay the time spent many times over. 
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• Get someone else to do it. You may be able to delegate the 
scripting tasks to someone else in your organisation who 
already has the skills. This will be quicker than learning 
them yourself, but has the disadvantage that they may 
have priorities of their own that override yours. It will also 
be more difficult to get alterations made in the future, as 
circumstances change. In addition the languages they 
know may not be the best ones to do this work. Hopefully if 
you go down this route, you will spend some time 
becoming familiar with the work your subordinate is doing 
and pick up some new skills yourself. 

 

• Pay someone else to do it. If you can't find anyone in your 
organisation who has the ability and spare time to work on 
your project, you can always get some contract help. This 
has the advantage that you can interview for someone with 
the right mix of scripting languages and they will probably 
have other experience you can use, too. They will also not 
get dragged back to working on other projects halfway 
through coding your work. However the problems with 
getting things changed, or fixed, after they leave is greater. 
Again, the trick is to learn from them while you can. 

 

• Go down the commercial route. If your organisation cannot 
provide people to do this work, and a lot of companies take 
the view "we're a retailer <or insert your main line of 
business here>, not a computer company", then maybe 
you should go back and look at off-the-shelf packages for 
your performance monitoring. You will still have to do some 
customisations to get their generalised stuff to work well in 
your particular case and it may involve changing your 
working practices to follow the way the package expects 
things to happen. You will end up with a nice system that 
should at least do the data collection and management for 
you. It probably won't do much in the way of analysis, apart 
from the generalised tasks you would automate anyway, 
but you were always going to have to do that yourself.  

 
Your first task is to find a platform to host your monitoring system. 
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The simplest way to do this is to get at least one old machine that is 
due for disposal. My personal view is that performance monitoring 
is not a business-critical operation and therefore does not need to 
be highly reliable (in terms of hot-standby, support contracts, 
resilient architectures etc.). It can be just a plain old box, although 
you should ensure that it has up to date security patches and virus 
protection installed, so that it doesn't become a chink in your 
organisation's security armour. While it is quite possible to run a 
successful monitoring system on a single machine, there are 
advantages in having a second system. I have found that a Unix or 
Linux platform is the easiest to use for the day to day data 
collection operations. This is simply due to the tools you get with it 
for scheduling, scripting and networking to the platforms you will be 
monitoring. However a second system is helpful for two reasons. 
 
First of all, you should keep a backup copy of your data, to guard 
against loss if your primary disk breaks, or data gets accidentally 
deleted or corrupted. While you could have your system added to 
the organisation's backup regime, not only are there costs involved, 
but you then have to adapt your monitoring schedule to fit in with 
the backup slots you are allocated. It's not easy running scheduled 
monitoring scripts when your machine and it's network connection 
are fully loaded copying your database to a tape robot.. Also, if you 
do ever need to get data back after a hardware fault, you will be out 
of action until the fault is fixed and your backup people are able to 
restore the data for you - presuming it hasn't dropped off the end of 
the retention period by the time your hardware is ready. A better 
solution is simply to copy new data over to a second system at 
regular intervals - if your primary breaks, you can still perform 
analysis on the secondary. 
 
The second reason is that it is helpful to have a Windows machine 
available, both to do the automated analysis and also to run some 
of the automated application monitoring you will be doing. As an 
example, there are free packages you can get for Windows that will 
automate keyboard and mouse actions, so you can emulate an 
application user and get data of the response times they 
experience. See the resources section for details. 
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If you need to monitor the performance of applications at a remote 
site (for example a branch office) you will need more PCs from the 
disposals pile to place at that site. 
 
This is a diagram of how I aim to configure a performance 
monitoring system.  

 
I firmly believe that these platforms should be under your control. It 
is always a good idea to locate them in a server room, but you 
should not relinquish control over the hardware or software. I have 
seen organisations where the monitoring systems (of which 
performance monitoring was just one) became a political football. 
The system support team insisted on administering the operating 
systems, the database team demanded they have sole control of 
the database. The whole implementation was deemed to be a 
"production" system and therefore was placed under change 
control and high availability disciplines, complete with duplicated 
hardware. Far from being helpful to the organisation, it became a 
problem in it's own right. If their internal process had permitted, I 
am sure the company involved would have decommissioned the 
whole thing, even though the performance monitoring systems 
alone cost them over £250,000 to implement. 
 
Back to the task in hand. 
These monitoring systems will only need to have modest 
performance, although they should be the first systems you start to 
monitor, so you can tell if they're getting overloaded. I would 
recommend choosing PCs with a clock speed of 1GHz+ and at 
least 512MB of memory (the more the better). The Why do it 
section suggested aiming to collect about 2MB of data (1MB of 
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technical data and 1MB of business data) per monitored server per 
day. On that basis if you are monitoring 50 production servers, you 
should expect to use about 37GB of disk space per year. I would 
therefore aim for at least 160GB of disk space per box, as this 
gives you sufficient space to add more servers and extra features - 
such as a webserver with it's associated software. For the analysis 
machine, you may decide that more space will be needed, as you 
will need extra to keep your reports and analysis workings. 
Since they will be placed in a server room, you will need to have 
remote access to them For your Unix/Linux box this will not be a 
problem as you can run either X-windows or telnet software on your 
desktop PC. For the Microsoft machine, you will probably want to 
use some remote desktop/terminal software. The same goes for 
any PCs you place remotely, to monitor application response times 
from users' locations. 
 
If you decide, (for whatever reason that both, or the only, 
monitoring platform will run Windows, I would strongly recommend 
you install either Microsoft's "Services for Unix" or (hopefully the 
platform will run at least XP) Microsoft's Powershell on it. These are 
freely available downloads from Microsoft that gives you much 
improved scripting capabilities. See the Resources section at the 
back of the book for more information. The biggest drawback I find 
to working with Windows servers is that the administration and 
monitoring tools all seem to have been designed to require the user 
to be sitting in front of  a console to run them in real-time and with a 
primarily screen-based output. If they provide a command line 
interface at all, it is frequently my experience that the facilities are 
limited and the output data formats are inflexible. Therefore I find it 
takes more effort to get a similar result from a Windows server than 
from a Unix/Linux one. Since we're in the business of minimising 
the amount of effort required for mundane tasks, this cannot be a 
good thing. 
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The data collection server 
 
Performance data is generated on each of the platforms that is 
being monitored. How you decide to do this depends on your areas 
of familiarity and the tools on the platform itself. For Unix boxes the 
tool of choice is the system activity suite of programs. This suite 
works in two parts, a system daemon (called sadc) that regularly 
interrogates the operating system to collect performance related 
metrics and a reporting tool (called sar) that translates the binary 
metrics into usable ASCII files. sadc is configured to start when the 
system boots and sar is run from a cron job to output the text file to 
a user defined location (generally in the /tmp or /var directory). 
Although most systems administrators will have installed this suite 
while building the server, some may have decided not to. In that 
case you will have to get the package installed explicitly. 
Windows servers have the Windows Management Interface that 
provides access to a large amount of possible data concerning the 
internals of it's operation. The operating system comes with a set of 
utilities that will create text files of this data, although the windows 
interface makes access to it somewhat obscure. My preferred route 
is to access the WMI data via a set of VBScript programs that 
produce the five sets of data discussed previously, as the key 
metrics needed for professional performance monitoring. 
You will also find that other products (such as Exchange and 
SQLServer) connect to WMI. so you will be able to use this 
common interface to collect business data from some of your 
applications, too. 
 
The role of the data collection server is to act as a central point to 
receive the performance data from the monitored servers. 
 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 71 

 
 
 
 The mechanism for transferring data to this server depends on 
your local situation. One of the deciding factors will be the security 
regulations within your organisation for transferring data between 
systems. I would rule out remotely mounting directories from all the 
systems you monitor. Even if the number of servers made this a 
practical proposition, you would have to ensure that any time a 
server was rebooted, the remote mount was re-established. My 
favoured approach is to use anonymous FTP to transfer 
performance files back to the collection server. The anonymous 
part means that you don't need passwords to gain access to the 
remote systems - and since we're looking for a fully automated 
process, requiring passwords either means typing them in manually 
(defeats the whole purpose of automation) or that they to be stored 
on the collection server (thus making the security checks somewhat 
flawed). Further, some systems insist on regularly changed 
passwords, which is difficult to implement reliably. (I had to do this 
on one system - it mostly worked). Other techniques, such as the 
Unix/Linux remote copy is mostly limited to these platforms and 
cannot be used to get data from Microsoft boxes. Trust based 
mechanisms such as ssh with a suitable client program could be 
used, but are not very common with organisations. 
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Whatever mechanism you decide to use for file transfers, I would 
suggest you design it with failure in mind. By this I mean that you 
should not expect every data transfer to be successful, every time. 
There will be times when a monitored server crashes, is down for 
maintenance or simply refuses to talk to you. Under these 
circumstances, you don't want to stall the entire data collection 
process while waiting indefinitely to communicate with a server that 
could be down for hours, days or maybe forever if it's been 
decommissioned. A good first attempt at building resilience into a 
system is to check that the target box is actually running before you 
try to access it. The simplest way to do this is to ping it on a regular 
basis, or possibly just before you try to pull data from it. This has a 
beneficial side-effect that you can later use the results of your ping-
ing to create a basic uptime measurement for each server. The 
"belt and braces" solution is to place a time limit on how long your 
data-collector is prepared to wait for a server to respond. This does 
need a little ingenuity, as FTP is designed to be run by a real, live, 
user rather than a script. I have successfully used a Tcl wrapper to 
handle both the FTP dialog (including password submission, which 
does expect input from a terminal) and timing out connections that 
fail. 
 
Once you have received your performance data, what next? The 
second element of performance monitoring (after data collection) is 
data management. This requires you to have a means of knowing 
what data is from which server, what the data is and when it was 
collected. When I started out, I used the filesystem of the 
Unix/Linux collection system as a crude database. This is quite a 
successful strategy and means you can simply read files to access 
your data. I generally used a hierarchy like the one below 
 
performance monitoring directory 
   directory for each monitored server 
     subdirectory for each year's data  
       file for CPU data, filename contains datestamp 
       file for disk data,  
       file for disk used/free disk space, 
       files as needed for users, response time, business volumes, 
       file for database instance data 
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       possible extra files for multiple database instances, including 
         the instance in filename 
       file for user data 
       file for business data 
 

and so on. The nice thing about this 
scheme is it's flexibility. If one server runs 
a database but a different one runs a 
webserver, you don't need to have the 
same files in each directory sub-tree. 
When you write the software to automate 
the mundane analysis and reporting 
tasks, you can structure them so that 
they "know" where to find their data, 
within the structure described above. It is 

wise to generalise the scripts, not just so you can use the same one 
to work on data from multiple servers, but also so you can pass it 
the date of the data you wish to use and the name of the server 
whose data is to be processed. This will allow you to run your 
reporting scripts by hand as well as automatically, which can be 
useful if your collection server is down for a period and you need to 
catch up manually (or even if you want to re-run a previous day's 
reports either with modified parameters or if the report failed for 
some reason). Having the name of the server outside the script 
means that it is quite easy to add a new server into the regime, 
simply by adding it's name to a list of servers to process. 
This mechanism does have some drawbacks. It is difficult to 
manipulate dates in scripts, especially if you want to process a 
range of data - for example every Monday in September.  
 
A more sophisticated solution is to load the collected data into a 
database. This can either be a commercial product such as an 
Oracle, SQLServer or even possibly an Access database, or one of 
the free offerings such as MySQL or Postgres. Personally I feel that 
the commercial solutions give you more power, flexibility and 
complexity than is needed. My experience of Access is very small, 
although I have seen a colleague’s installation that used it with a 
series of macros to produce monthly performance reports. 
I have found that my requirements are pretty simple: the ability to 
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load data in a given format, extract it by row and some simple 
SELECTs to do aggregation. A further benefit of using MySQL in 
particular, is that it integrates well into web-based frameworks, such 
as LAMP (so named because of the 4 open source packeages it 
contains: Linux/Apache/MySQL/PHP). By having a suite of 
applications that work well together, you will find it much easier to 
build accessible and powerful intranet sites to act as a front end for 
performance monitoring data, and to let your colleagues view it for 
themselves. 
Of course, if you have no SQL skills, you will need to do some 
reading. However, this is almost certainly an area that you will need 
to become familiar with at some point, so why not now? If you feel 
you already have enough on your plate, just stick with a filesystem 
based approach - you can always change over to a database 
mechanism later. 
A bigger drawback is that you will have to spend some time 
designing a schema for your database: what data goes into what 
tables, how you will access it and how you will connect data items 
together (e.g. what primary keys to use). It also makes backing up 
the data more difficult, so taking a security copy onto a remote host 
will involve a bit more work than merely copying over the files that 
have changed during the day. 
 
One thing I would say. No matter how you store your data, try to 
ensure that dates are as unambiguous as possible. For example. 
does 12/03/05 refer to 12th March 2005, or 3rd of December 2005, 
or even March 5, 2012? While the year can be represented 
unambiguously simply by using the full year number (hopefully we 
all learned this from Y2K), the month and day can still cause a lot of 
confusion. To get around this, I always present the month with it's 
3-letter abbreviation. It makes my scripts more complex, and 
sorting by date is harder but by writing reusable code, this is a 
chore you will only have to do a few times. The extra clarity and 
reduced possibility of mistakes makes this a quality improvement 
you should be willing to adopt. 
 
At this point we have a collection server that performs it's two main 
functions: retrieving data from the monitored servers and organising 
it. If the plan it to publish a website to disseminate data - either in 
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semi-real time or in lieu of paper reports, the collection server is a 
logical platform to host it. My experience is that the collection 
mechanism does not place a heavy load on the server, even when 
it is creating automated reports. Therefore adding on application 
like Apache to provide your web server will not affect the primary 
functions of the box too much. Even if you use a web configuration 
management system, such as Joomla, which creates web pages 
dynamically (again, using a MySQL database to manage it's 
content) an averagely specified PC will service the work with ease. 
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The data analyser 
 
This is your platform for creating ad-hoc analyses and reports. 
While all the regular work can be handed off to some automated 
processes running on the collection server, the high-value work 
(and also the most interesting, in my opinion) will be the one-off's 
and research projects that you will get involved in. Very often I find 
that when I start on one of these projects, experience gives a vague 
idea of the sort of result (within an order of magnitude or two) I'll 
get, but I need to explore several possibilities to come up with a 
satisfactory conclusion. It is also prudent to have a way of checking 
your results, both in a common-sense way (is the result physically 
possible) and comparing it to similar solutions as a sanity-check. 
Usually I like to have a second route to the answer I've come up 
with, so that hopefully, both sets of work will come up with the same 
numbers. The obvious problem if you only have two answers and 
they differ is: which one is right? 
 
My favoured tool for this kind of free-form analysis is Excel. It is 
very likely that your organisation will already be using Microsoft 
Office or one of the functional alternatives. So long as this is the 
case, you already have the tools (basically a spreadsheet and word 
processor) needed to produce very credible results, both in terms of 
their correctness and also in their professional presentation. It's sad 
but true that frequently the decision-makers you may have to 
convince will have no analytical skills of their own and therefore will 
be influenced to a greater or lesser extent by how neat, 
professional and easy to follow your presentation is. I long ago 
accepted the fact that a large part of having your ideas adopted is 
purely and simply down to your sales technique. Technical work is 
fine, but you can make or break your chances of having a week-
long piece of work accepted or rejected just on the basis of an hour 
or two spent "prettying" up your material. There's more on this topic 
in the second section of the book. 
 
For now, you will have a PC to do all your hands-on work: the 
analysis, graphing, explanations and presentations and a set of 
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data that may be on a different server - possibly in a database or in 
a set of flat files. How will you access the data you need? First of 
all, you can use the direct approach and map the collection server's 
filesystem to a disk on your PC. Whether you have a Unix/Linux or 
Microsoft operating system on the collection server, this is fairly 
straightforward. Second, if you have decided to store your 
performance data in a database, use ODBC to link your 
spreadsheet to it. To do this you will need to set up some 
configuration parameters on the database, and use the Import 
External Data menu on Excel. The MySQL setup is fairly 
straightforward to do through the administrator's GUI. If you've 
obtained a tool to execute keystrokes and mouse movements for 
application timing, you can use this to perform the ODBC setup 
each time you open a spreadsheet. 
 
Most manual analysis won't need or use real-time data. You will be 
building a model, or looking for patterns, or extrapolating past data. 
Therefore it doesn't matter if the set of data you are using is not 
connected directly to the data collecting system. Provided you are 
only reading from your performance data(base), there is no reason 
why you shouldn't use either a snapshot from the live system, for 
instance a backup copy, or a copy of the datafile taken onto your 
local PC. Apart from giving flexibility - such as being able to load 
this data onto a laptop and working away from your main place of 
work, it means that any intensive operations you need to perform 
on the data won't overload your main collection server, or worse: 
any response time measurements you are taking. There are great 
benefits to be had from going into meetings with a copy of a 
performance model on a laptop and running "what-if" scenarios 
there and then - rather than having to produce the results as a 
subsequent action afterwards - when the attendees have either 
forgotten why a particular scenario was important, or have already 
decided (in their own minds) to adopt a different alternative. 
For this reason, I would suggest that somewhere on your data 
collector/backup you have the ability to plug in a USB memory stick 
to export a data extract for use elsewhere. If you do this however, 
please bear in mind any security and/or confidentiality rules that 
your organisation may have. There are tools available that will 
encrypt the contents of portable storage. 
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While we're talking about confidentiality (of which there's more 
later) you may require a printer that's away from any communal 
facilities. There's nothing guaranteed to start rumours faster than 
when a co-worker sees your report coming off the shared printer 
and the subject line is "Downsizing Proposal - Impact Analysis" 
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Standards compliance 
 
A concern that some organisations have with home-made 
monitoring systems is how they can gain accreditation with 
standards bodies, if they are using software they have produced 
themselves. 
 
I have found that quality standards agencies are more concerned 
with an organisation’s internal processes: making sure they are 
complete and that they are followed, rather than with the particulars 
of the software products used to execute those processes. In the 
same way that a quality standard does not mandate the email 
program you use on your desktop (except possibly to describe 
some non-functional attributes, such as security), it has no concern 
with the name or origin of other products you use. 
 
In fact a monitoring system you have created yourself may be 
easier to incorporate into a quality programme, as you will have a 
full understanding of how it works, and can therefore better 
appreciate how it operates within your processes and procedures 
and will interface with other parts of the organisation. While third-
party products will integrate equally well, you will have to learn the 
specifics of including their functions and adapting to their interfaces. 
 
However, if you have built your own monitoring system you will find 
that by default it is not standards compliant. The reason is that it 
lacks the documented procedural interfaces and usage descriptions 
that most bodies require. This is usually as simple as describing 
what you do and how you do it, as well as providing an audit trail to 
show that you abide by these procedures. You will have to do 
exactly the same with a commercial product, too. 
In the past I have worked with organisations to get certification 
under  BS5750, ISO-9000 and ITIL with self-built monitoring 
systems. Using in-house software has never been problematic in 
either attaining accreditation, nor in keeping it during regular audits. 
In the end it's the organisation that's being assessed, not the 
software it uses. 
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How much support will this need? 
 
Hopefully, very little. As you would expect, a more complete answer 
would mean knowing about your organisation's internal processes 
and procedures. My experience is that the stability of your servers 
is a major factor in the amount of time you will have to spend 
keeping your performance monitor running.  
 
As an indication, assume that you are monitoring 150 servers - this 
is a reasonable figure for a company with around 1,000 employees. 
It will however, vary greatly depending on your business. If each 
server has one major outage a year, for a software upgrade or 
hardware refresh, then this should be the only time that your data 
collector is affected. If you need a manual intervention after each 
outage, to restart the collector or to add new metrics I would reckon 
on about 1 hour, possibly 2 to actually make the fix, depending on 
the amount of reconfiguration to do. This adds up to around 200 
working hours per year - or a little over 10% of your time. 
Administrative overheads, such as change control and approvals 
may add significantly to this. 
This makes the assumption that your monitoring servers are 
themselves stable and don't need major work to keep them running 
or to manage their storage. 
 
To be fair, this figure is neither better nor worse than the reliability 
you can get from a commercial package. If you have chosen a 
commercial solution, you should find out from the supplier's 
reference sites what the administrative burden is likely to be for a 
server estate comparable to your own. 
 
To put this in perspective. On the basis that there are 8,760 hours 
in a year and you are monitoring 150 servers. That is a total of 1.3 
million server-hours each year. If it takes you on average half a day 
to notice and fix each outage, that comes to 12 hours * 150 servers 
= 1,800 hours of missing data or 99.8% availability. If you count 
downtime from planned outages in a different way, you could argue 
the figure is higher than this. 
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I have said before that I do not regard performance management 
as a critical service. As such it is not appropriate to require 24 * 7 
support or to mandate high-availability practices. If a data collector 
fails, the worst that happens is there's a small gap in the record of 
performance data for a given server. Taking a "big picture" view, 
provided this is fixed within a day or two, the lack of data is unlikely 
to effect your organisation's ability to run it's business. Even if the 
central data repository fails, the individual servers will carry on 
collecting data for as long as you set them up to. When you 
reinstate your monitoring server, that data can be transferred from 
the production systems without loss. 
 
One aspect of running a service that has such a high reliability is 
detecting when a problem has occurred. It is a chore to check that 
data is arriving from each server if you have to do it by hand. It is 
poor practice to rely on your internal clients to report problems to 
you. My preferred approach is to run a process on the monitoring 
server to check that data has recently arrived from each server in 
the estate. This can either scan the database to look for the latest 
timestamps on data from each server, or check that the expected 
data volume has been delivered from each server on a regular 
basis. For instance, if you normally download 3.2MB of data from a 
given server and on one particular day you only downloaded 
1.9MB, an investigation would reveal which data source(s) had 
stopped on this server. 
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Summary of the second section 
 
That's all the technical information done. If anyone was following 
this book in a step-by-step fashion, they would now have a 
functioning performance monitor. It will be humming away, quietly 
collecting data, automatically storing it, producing the simpler 
outputs that you may have published on your internal website. Not 
only will you have a full view of the attributes of your business 
servers, but you will know the volume of business they are 
transacting, where those transactions are flowing inside your 
organisation and what scope there is for expansion or 
consolidation. 
This is the point where most performance monitoring texts come to 
an end. They take the view that this work is purely a technical 
problem and that once you have a solution in place, all you have to 
do is to attend to it's care and feeding. 
 
Hopefully you've taken the hints I have scattered liberally through 
the preceding pages and realised that far from this being the end of 
the job, it's really just the start of the real work. The reason I have 
advocated automation is to free you from the mundane tasks so 
you can spend your days doing the things that computers can't do: 
considering alternatives, proposing solutions and dealing with the 
people who work in your business who would rather die than talk to 
a techie. 
 
I can't teach you to be a consultant (you will be consulted, so that's 
what this job actually is), but the following section will give you 
some basic tools for taking the technical elements and translating 
them into information that is relevant to your business partners. You 
should also be prepared to step away from the computers and 
spend time in meetings and talking to people about plans, 
proposals and changes. Then, with your inside knowledge of the 
technical implications, provide feedback on what's possible, the 
available options and ways to make the business run better. 
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Part 3. 
Using your data 
 
Now you've got all this performance data flowing in regularly, what 
can you do with it? 
I will assume you have an appreciation of the technical meaning of 
the various attributes - CPU utilisation (are you sure about %wio 
time?), buffer latch waits, I-Os per second etc. If not there are 
plenty of websites, performance books and articles that will explain 
them for you. I don't intend to replicate that information here. 
Hopefully someone is able to tell you about your business attributes 
and what meaning they have. You will have become familiar with 
the day-to-day applications within your organisation when you 
started to profile their response times and hopefully you have 
documented this work so others can pick it up when you leave/fall 
sick/get promoted. 
 
Maybe you've done a university course on statistics: levels of 
significance, standard deviation, sensitivity analysis and the like. 
You will find the principles helpful here, but we're more concerned 
with broad trends, approximations and estimates than with 
calculating the effect of a change to three significant digits and the 
probability that it’s statistically significant. The reason is that we 
usually only have visibility of a few input variables - and control of 
even fewer. If you can calculate a result with 10% accuracy, that's 
generally good enough. You will probably add a margin for 
uncertainty to your results - you may find that your report recipients 
add a margin of their own and the final decision-makers add some 
more "just to be safe". 
Also, it's wise to try and propose flexible solutions. While an 
organisation may commit to a plan based on a three-year growth 
forecast, the plan itself should be flexible enough to be expanded, 
or curtailed, if it becomes obvious that the situation has changed. I 
am unhappy specifying hardware that is close to either a maximum 
or minimum configuration for this reason. For example, if your plan 
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calls for a 3TB disk array, don't recommend one that can't be 
expanded to 4TB. Even if you don't buy the extra capacity now, it's 
handy to have something "in your back pocket" in case a new 
requirement arises, or the life expectancy of the project is increased 
and the hardware needs to retain an extra year's data. 
 
For these reasons, I find that an indicative result is usually all that's 
required. Trying to get more accuracy leads to greater complexity in 
your calculations and more time trying to get them right. Don't 
forget, the fundamental business assumptions are probably only +/- 
50% accurate, even if your technical data is better 
 
Another point is to know the difference between the average values 
you may be given and the peak or worst-case. You may be told that 
a server is designed to cope with users downloading an average of 
28 emails per second, but how many will it have to deal with on the 
first day back after a long weekend? One of the problems in 
managing the performance of an organisation's servers is not so 
much how to configure them to deal with the peaks, but what to do 
with all the spare capacity during the slack periods. Is it cost 
effective to have an email server that can support a one morning-
every-3-months peak and then have it running idle from 5:30 every 
evening for the next 15 hours - what else can you use the hardware 
for? 
 
The conclusion from this is that you may need to view your data 
from two perspectives: the average usage pattern - useful for long 
term trends and growth plans and the planned peak workload that 
arises from the way your organisation or it's customers work. I have 
found that there is frequently a relationship between the average 
workload and the peak. Usually the peak workload is simply a 
multiple of the average, with each utilisation figure or rate 
(operations per second) being the bigger than the average by the 
same factor. That does not imply that the resulting response time, 
or execution time will also be multiplied by the same amount. The 
next section illustrates cases where performance can get very bad 
with only small changes in operational volumes. 
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Making predictions 
 
The biggest problems I have seen come from situations where 
analysts don't understand their data. Maybe you've brought in an 
external consultant who simply views the technical data, without 
asking questions about your underlying workloads and without 
knowing the history behind the statistics. If people just look at the 
bare numbers, without knowing what is behind a trend, they can 
make some big mistakes - especially when extrapolating 
requirements. Look at the graph below. It shows CPU utilisation for 
a business server with a growth line forecasting usage over the 
following year. 
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Weekly measurements of CPU usage for a 2 year period, 

forecasting 12 months growth. 

 
At first glance it looks like a good fit. The prediction is an 
exponential growth curve and it is easy to explain that for a sales 
system, business growth can be exponential: as advertising, 
followed by an improving reputation for the product increases sales. 
The result of this prima-face analysis, based on nothing more than 
looking at the shape of the data on a graph leads to the conclusion 
that the server in question will need to be upgraded before the end 
of 2006. 
A knowledge of the underlying business processes however, 
reveals that this is in fact two straight-line periods. One is for the 
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first year and the second from the start of 2005. The random 
element in the data, combined with our wanting to see it as 
exponential growth leads to the wrong conclusion. If the slope of 
the second straight portion is continued, there is at least a  couple 
of year's life left in this server. 
 
OK, this was a trick that I put together just to illustrate the point. 
However that point is important: without knowing the underlying 
(root) cause of a trend, any predictions you make on how it will 
continue are really just guesses. They may be very good guesses, 
but it would not be wise to put your organisation's money, or your 
reputation, on them being correct every time. 
 
The other mistake that we see very often, especially in the media, 
is not knowing when a trend will "turn over". Nothing lasts forever 
and everything has limiting factors. Even if we extrapolate the 
straight-line graph above, is it sensible to draw it out 5 years 
hence? 
 
Sadly, this type of computer generated best-fit feature is found in 
some commercial packages and frequently used as described 
above - with no understanding of the processes involved.. Even 
worse, because the results come from the computer, and were 
produced by an expensive product, some organisations are willing 
to follow their predictions blindly. I've also seen the same reaction 
to the reports from external consultants: "We've got to follow their 
recommendations [no matter how ludicrous they seem] otherwise 
the money we've spent on fees has been wasted". 
 
The first step should always be to consider the processes within 
your organisation that lead to the workload on a server. If you have 
a helpdesk system and it's utilisation has doubled in the past 6 
months, you need to know the underlying reason, or root-cause, for 
this. Is it because the number of helpdesk staff has doubled, or the 
number of problems has gone up? It may even be that the software 
was upgraded and the new version is less efficient, or needs 
tuning. Without knowledge about why a situation has arisen, you 
cannot say whether there is a problem or if it working as intended. 
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This part of the book is about working with your organisation. It is 
unlikely that the workload on a single server does not affect other 
systems. Part of your responsibility is to know what dependencies 
exist and how a change to one system will affect others. For 
example, if you are predicting a 30% increase in web-based sales, 
you need to consider not just the front-end webserver, but all the 
ancillary systems that are connected to it and how they will be 
affected. Does a 30% increase also mean that the firewall will see 
an increase in traffic of 30%, how about customer authentication 
and credit-card handling, where will you store the extra data and is 
there enough time in the schedule to back it up?   
 
I have found that a dependency matrix can be helpful to illustrate 
the effect that a business change can have. Here's an example that 
helps forecast the performance of the servers mentioned above. 
You will need other matrices to calculate the other factors, such as 
replenishment, printing/billing and shipping systems. 
 

 
 
This lists the interdependent servers on the top row and the 
attributes of each one down the side. The attributes shown are a 
combination of server metrics and business data. There are a small 
number of driving factors - in this example they are the volume of 
firewall/network traffic and the load-balancer/connections. Putting a 
number in the % change field will increase the driving factors by the 
amount supplied. The dependent factors will therefore change 
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accordingly. This is a fairly simple capacity model and has the 
benefit that you can quickly get a view for which systems will be 
able to cope with a given change and which ones are at risk of 
being overloaded. The only complicated calculations in this model 
are for the response times. I have modeled these solely on the 
amount of free processor time although in practice they would 
involve other factors too, depending on what limited the 
performance of each server. 
 
Disk performance 
 
The element that always causes problems with predicting 
performance is the access time for storage. There is generally only 
an indirect link between the speed of execution of a query and both 
the speed and number of disk operations needed to complete it. 
Situations like this can only be approximated, and I have found that 
it's helpful to divide the problem into smaller parts.  
The first step is to work out how many data accesses a transaction 
makes. You can get a view of this from the rate of logical reads and 
writes you monitor for the transaction's server. It may need a little 
ingenuity to isolate one single transaction but the tools are available 
with most operating systems. Once you have this, the second step 
is to calculate the percentage of logical operations that are satisfied 
with cached data, and how many get turned into physical I-O 
operations on the disks. At this point you will have to resort to 
working with average values, rather than individual instances. The 
size of the cache and the pattern of work will define how the 
average number of disk requests will turn into hardware actions. 
We describe this as cache efficiency, or hit-rate. A disk cache with 
a hit-rate of 70% will satisfy 70% of requests from the data it holds 
in memory - the other 30% result in a cache-miss and require a 
physical operation: either a read or a write, depending on the 
request. It's not uncommon to find a whole string of caches: one set 
up by the database, a second in the operating system (that may be 
bypassed by database operations, if they perform "raw" accesses) 
and possibly another if you use an intelligent disk array. Finally 
there is a few megabytes of memory on the disk itself. The on-disk 
memory is primarily to hold data from entire cylinders, to reduce the 
effects of rotational latency on disk accesses. As the line gets 
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longer, the efficiency of each subsequent cache is diminished - as 
the previous ones have taken all the "easy" cache hits. In the same 
vein, increasing the size of a cache does not bring a linear increase 
in cache efficiency. The improvement is more closely associated 
with the number of cache misses. Here's an example. 
Assume your server has 2GB of memory set aside as a disk cache 
and that this satisfies 60% of data reads and therefore lets through 
40% to the disk, resulting in around 90 reads per second. A rule of 
thumb is that either adding a second cache of the same size 
(maybe in the disk array's controller), or doubling the size of the 
original one, will reduce the number of misses by 50%. So the 
effect of doubling the cache size is to halve the number of misses. 
The efficiency of the new cache(s) will therefore be 80%, thus the 
number of disk reads is halved to around 45/second. Looking at the 
table below, if disk performance was bad, this extra 2GB could 
improve disk response time from  around 30 mSec to around 13.5 - 
depending on how lucky you are. 
 
The third step is to estimate the average disk response time for 
these accesses. I have not found any rules or equations that 
reliably map I-O rates to response times. One problem is that there 
are many variations: the amount of travel the disk heads have to 
make, the position of the previous access, the time from the last 
request and the physical characteristics of the drive itself. To get 
around some of these points I use a software model that can be 
programmed with various patterns of disk usage.  
 
My own research, using this discrete modeling technique, indicates 
that you can expect maximum usable throughput from a single 
high-performance drive of around 120-130 operations per second, 
assuming that data is spread randomly across the whole surface. 
There is however a difference between the maximum rate you can 
achieve and the I-O rate you should plan for. Look at the table 
below and you will see that although the response time (the time 
taken for the I-O operation to execute plus all the queuing time 
waiting for it's "turn", shown as Av Q in the table) is just about 
acceptable at around 30 mSec, even a small increase after that 
leads to a dramatic loss of performance. The difference between 
the I-O rate at the practical limit and extremely poor performance is 
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so small that you could not guarantee occasional incursions into 
this area and some very unhappy users. 
For this reason I aim to specify disk configurations so that no single 
drive will operate at more than the design limit, nominally set at the 
I-O rate that gives a 15 mSec response time. That provides a lot 
more margin for error, where performance drops off relatively 
slowly and gives you time to identify and fix the problem. 

 
 
The data above is based on the assumption that I-O requests will 
arrive at random times and will seek random blocks of data. It is 
however, very easy to configure a single disk or an entire array to 
perform much worse than this, by placing data in filesystems at 
"opposite" ends of the disk and making one set of data dependent 
on the other. Database tables and indexes are a classic example of 
this. Copying files between two filesystems is another common 
example. 
Running the model with 60 I-Os per second, using an access 
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pattern of 1 operation in the first 1000 cylinders of a 7200 RPM disk 
and following it immediately with a request from the last 1000 
cylinders changes the response time from around 16 mSec on 
average to around 55 mSec. To keep an acceptable, certainly not 
good, performance of 16-17mSec this configuration should run no 
more that 7 or 8 operations per second. 
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Problem Investigation 
 
One of the ways you can benefit your organisation is by assisting 
with problem investigations. These do not necessarily have to be 
problems related to or caused by lack of resources, you can speed 
up the investigations of other teams by helping them exclude 
systems where there are no faults. 
 
High CPU Usage 
 
The simplest situation is where a server runs out of resource. This 
can either be because no-one (i.e. you!) spotted that there 
something was running out, or because a program somewhere has 
started to use far more system resources than it does when it's 
running normally. The traditional view, which comes from users' 
PCs is of a rogue process that consumes all the CPU cycles and 
prevents any attempts to terminate it - with the result that it has to 
be reset or switched off without a proper shutdown procedure. 
Hopefully your servers are more resilient than this - if only because 
they contain more than one processor, or core, so that a single 
runaway process or thread cannot take over the whole system. This 
does make detection more difficult, as instead of just seeing that a 
server is running at 100% CPU utilisation, when normally it runs at 
(say) 30%, the rogue process may only take up one of 4 
processors, thereby increasing CPU usage by a less noticeable 
25%. Although the impact is less likely to be "fatal", it is still 
possible that the rogue process can prevent access to data or 
hardware, which then affects other, well-running processes. 
Fortunately, it is not difficult to spot as the illustration below shows 
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CPU usage for a 4 processor server. One process 
using an entire CPU from 1-Nov to 3-Nov 

 
Here a process started looping at around 10:00 on November 1. 
We spotted it by inspecting the CPU usage chart for that server and 
saw the anomalous behaviour. Although it was not causing any 
operational problems it was terminated as  a precaution. We 
subsequently found that this particular batch job was prone to 
looping and put in place a procedure to monitor the logs for it's 
name when associated with high CPU utilisation. We decided to 
only send an alert if the process started looping, rather than 
terminate it automatically. 
 
Disk and Database space shortage 
 
Again, this is quite easy to detect, although the symptoms can be 
less than obvious, depending which filesystem or disk area has 
filled up. It can frequently lead to processes, especially batch jobs, 
failing if they can't write output files or logs. Equally it can lead to 
login failures for users if they use terminal sessions, when the 
server can't update entries about login activity. The only advice 
here is to ensure that none of your disks ever get near to full. As a 
matter of policy I would recommend that at least 5% free space is 
an absolute minimum to maintain under every circumstance. 
 
Related to disk space is database table (or index, or redo log) 
space. You will either be monitoring your databases explicitly, or 
taking a feed from the database team. Either way it is a 
comparatively easy job to create trends for database space usage 
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and to forecast what areas are getting dangerously close to filling 
up. 
The two graphs below show this. The first is an overview of the total 
space used by a Siebel implementation. As you can see, the total 
size of the implementation is well over a terabyte and growing fast. 

 
The actual database table and index sizes are shown by the solid 
points and expected growth is extrapolated. The variance in actual 
size means that I don't like to extrapolate a system like this for more 
than 6 months growth. You can see some space management work 
has been done during March/April. 
The next chart shows the growth of one specific table (and it's 
indexes). This was identified as a table that would exceed it's space 
allocation and indeed all the space on the disk array it was placed 
on. 
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The sheer size of these tablespaces meant that managing the 
problem was no easy task. Experience has shown that the larger 
the amount of data involved, the more time an organisation needs 
to come up with a solution and to implement it. The reason is that 
only a small amount of downtime is needed to move small sets of 
data around. Given the size of the two problem tablespaces here, 
they could not be migrated onto a larger disk array in the length of 
time the business was willing to be without the application. The 
moral would be that the earlier you address a problem, the easier 
the fix is to manage. 
 
Memory leaks 
 
This is a fancy term for buggy software. I mentioned this topic in the 
section on monitoring applications. Because applications allocate 
memory as they need it, sometimes they or the operating system 
don't manage it effectively and lose track of some of the segments 
that have been allocated. This means the "lost" segments cannot 
be deallocated to be reused once they are no longer needed. The 
symptom is that processes consume more and more memory the 
longer they run (usually over a period of days, not minutes). You 
can see this in action by monitoring the total amount of space used 
by applications. If this continually creeps up, even when no more 
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applications are started, you have some bugs in the application 
code. It is usually easier to manage the problem that to get 
suppliers to fix it. In this case the most effective way to manage the 
situation is to regularly shut down and restart the applications in 
question. 
 
Database I-O bottlenecks. 
 
These come down to either contention issues, where one process 
has locked data (possibly while creating it or to update it) while 
another process needs to read it, or simple access problems, 
accesses to data are being made fasted than the disk holding that 
data can respond. We have seen where the limits are for disk drive 
accesses and they are not very high. Experience shows that most 
database accesses are made for the most recent data, while older 
data is needed less often - possibly only for creating historical 
reports. This concentrates data access on a few "hot spots" on your 
disks, or disk array. What's even worse is that if you've had to 
expand your disk storage from the original configuration you could 
end up with the old, infrequently used data occupying the "best" 
(highest performance) spots on the disk array, while newer data is 
stored on the few disks that were added in an ad-hoc manner as 
space pressures increased. 
The problem can be compounded by the use of intelligent disk 
arrays, where storage is used in inappropriate ways. I am 
particularly grateful to the proponents of storage philosophies like 
S.A.M.E. - Stripe And Mirror Everything. Over the years they have 
provided me with lots of consultancy opportunities for clients who 
have databases running unbelievably slowly. The chart below is an 
extract from a hot-spot map of a billion-row TP database 
implemented on a disk array with two SAME implementations: one 
of 31 disks striped together and the other of 25 disks. 
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The implementation contained 440 database files of various sizes, 
containing different tables and indexes. Each of the 24 columns 
represents one hour. The numbers are the average number of 
accesses per second to each file. The colour coding is 
 
green:  database files with greater than 15 mSec average access 
            times 
yellow: average access time > 20 mSec 
red:     average access time > 25 mSec. 
 
You can see that from 05:00 - 06:00 the database is effectively idle. 
From 09:00 - 10:00 there were frequently major operational 
difficulties. During that hour, the biggest bottleneck file was 
performing over 80 disk accesses per second and taking over 
40mSec for each one. The database spent 12 times longer waiting 
for data than it took to process it. 
 
The basic problem seems to be that the intelligent controllers inside 
disk arrays hide the low-level attributes of the disks themselves. 
The interface presented to systems architects is of one large disk, 
with the performance of all the striped devices inside. The layers of 
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abstraction: from stripe-sets, to LUNs, to volume groups, to 
filesystems and eventually to database files means it is almost 
impossible to work out where a set of disk accesses will end up. No 
matter how expensive your disk array, or how many terabytes of 
data it holds, the basic principles of optimising your high-access 
data by spreading it across as many physical devices as possible 
still stands. Don't mix competing data, such as tables and indexes 
and redo logs and don't paint yourself into a corner by configuring 
storage partitions that are too big to manage easily. 
Hopefully the whole issue about disk bottlenecks will become moot, 
with the introduction of affordable and reliable solid-state storage 
over the next few years. 
 
Scheduling conflicts 
 
Interactive workloads are characterised by short bursts of activity 
followed by longer periods of "think time", while the user decides 
what to do next. The random nature of the wait periods means that 
users tend not to interact too much with each other and any delays 
that one user causes will be short-lived as the amount of work 
required for a single transaction is small. Batch workloads are the 
opposite. Here the process will use as much resource as is 
available for as long as it needs to complete the task. There are no 
pauses in execution. When you run both types of work at the same 
time the batch work will win. It will perform I-O much faster and for 
longer than interactive users. It will consume CPU time to the 
detriment of the users - even if you raise their relative priority, the 
users will still be affected by the database and system caches 
being filled with "batch" data, rather than the types of data they are 
using. Running batch work at lower priorities can affect users in 
other ways, too. If the batch processes take out exclusive locks on 
data that the interactive users require, those locks will be in place 
for longer, due to the lower execution priority. This could end up 
having the opposite effect to the desired one. 
If you simply must run reports or batch work on the same server as 
users and accessing the same database, you will need to manage 
the conflicts by setting boundaries around the times that this work is 
permitted. You may have to allow some leeway in response time 
SLAs and communicate to the users that they may experience poor 
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performance during certain times. Of course, if your users are 
outside the organisation, for example website visitors, they may not 
be so sympathetic about your plight. There is more on this topic in 
the workload management section, later. 
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Server consolidation 
 
Here's a question for you: total up all the CPU time used by your 
servers in a given day. Take the percent utilisation for each box in 
each sample, multiply that by the number of samples. That gives 
you the total amount of CPU time used for a server in one day. Do 
this for each server and then add the totals up. Divide the total by 
the number of samples in a day and then by the number of servers 
you have. The answer is the average CPU utilisation for your 
organisation - pretty low isn't it? 
 
Most servers are only running at a small fraction of their theoretical 
capacity. Some servers are designed to cope with a peak load that 
only occurs for a short time and some are only used during 
business hours, or overnight. If you have a functional Disaster 
Recovery architecture, it's entirely possible that half your servers, 
disks and networking assets are doing no work at all. A survey of a 
large utility company revealed that their average server utilisation 
(excluding the D.R. servers) was 19%. This same company had 
previously commissioned a business efficiency audit from a leading 
consultancy and came away with an "average" rating for their 
industrial sector. 
 
As an example, look at this performance chart of a 4 processor 
server 

 
It's only job was to collect customer letters generated from a CRM 
system during business hours and transfer them to a centrally 
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located print facility during a predefined timeslot. The spikes show 
that it had some very intense peaks - as we know to expect from 
batch operations. It also has a process running on one CPU that's 
using up 25% of the server's capacity. We reported this looping 
process to the owners, who were reluctant to do anything as they 
were unsure what it did. At the time we got involved and produced 
this analysis, it had been looping for 93 days. The ironic thing about 
this kind of activity is that for the utility company, this looping 
process would actually improve their average server utilisation. 
 
Focusing on one single day shows the detail of what's going on. 

 
 
There is a period of one hour, from 4:00 - 5:00 when this server 
runs near to full capacity. The earlier spike is a nightly backup and 
the spike at around 8:00 is a single auditing process. You can see 
that this runs on another single CPU and uses another 25% of the 
server's capacity. During the day customer letters trickle in, but take 
almost no resource to process: they simply have to be stored, 
waiting to be sent out. Given that the server only has 1 hour to 
transmit it's work, it is actually quite well specified to meet it's 
targets, the disadvantage is that the rest of the time, it is very 
inefficient. 
 
When we talked about quantifying benefits back in part 1 of the 
book, I said that most of your time should be spent on high-value 
work, not on turning out reports and analyses that could be easily 
automated. This is one of those high-value areas. You have access 
to the work patterns of all the organisation's servers. The value you 
can create is to come up with workloads on some servers that 
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would be a good match to the spare capacity on others. Obviously 
there's more to it than merely fitting CPU utilisations together: you 
need to consider all the other resources of the servers, plus the 
software they are hosting, the interfaces they have to other 
systems, any security/confidentiality issues and not least of all the 
licensing situation. If you have software that is licensed on a per-
CPU basis, you want to avoid consolidating that software from a 2 
CPU server onto a 48-CPU server, just because it has sufficient 
free resources - the additional licensing costs could be extreme. 
There may be ways to do this, we'll see this when we discuss 
virtualisation. 
 
Strategy. 
 
The biggest objection I get from organisations is their resistance to 
change. With the customer letters machine above, the response to 
my proposal to move the work onto another platform that was only 
busy during the day was met with objections about change, risk, 
flexibility and other intangible aspects. It boiled down to the simple 
points that the server was running OK, the money had already been 
spent and the systems architect had designed it like that, so they 
didn't want to change it. Their reluctance to even remove the 
looping process is all part of the same mind-set. 
 
The time when organisations are most receptive to proposals for 
doing this kind of consolidation is when they have to make changes 
anyway. For example, when a server comes to the end of it's 
design life or when there is a need to upgrade it for other reasons 
(Y2K was fantastic for this). Therefore it's easier to get your ideas 
accepted if you focus on consolidation plans for the older servers in 
your estate. When hardware come up for renewal - every 3-5 years 
on average, depending on your company's accounting 
arrangements, that is the time to propose not buying a replacement 
server, but moving the workload onto another platform that you 
have identified would be a good match for it. 
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Virtualisation 
 
Objections, like the ones above, can come from people who simply 
don't like the idea of losing "their" server. Whether it is business 
managers who see their influence shrinking or a tech-support 
person who accuses you of putting them out of a job. While it's not 
your place to judge the virtue of their claims, sometimes you can 
ease their objections by retaining the identity of the old server, 
either as a domain on a partitionable platform or by using server 
virtualisation, so that the software image of the server is kept. This 
can also help with addressing issues: the name and I.P addresses 
of the old server can be retained by the new image, so changes to 
DNS, LDAP, management and monitoring packages (including 
yours) won't have to be made. If you do take the virtualisation path, 
check the licensing terms of the server's software before you make 
any commitments. 
The other main benefit of virtualisation is that you can reconfigure 
the virtual servers to provide more or less capabilities as 
circumstances require. The customer letters virtual server can be 
configured to run on 4 processors for a short time, when needed. 
After it's work has finished it can be reset back down to a level 
appropriate for it's needs. The released capacity can then be 
transferred to, for example, an Exchange server or to wherever the 
business needs extra power. 
 
It is a big piece of work to add server virtualisation to a platform that 
did not have it installed when it was being set up. For this reason I 
would suggest you propose that at least some new servers are 
specified with a low-level virtualisation product installed when they 
are commissioned. By having them already configured you can 
easily add virtual servers later, as the need arises. A further benefit 
is that you can assign images for systems that only need a small 
amount of resource, but for whatever reason used to run on 
individual small servers, now they can run in images on a single 
hardware platform. 
There are drawbacks to this type of virtualisation by using a low-
level software layer. You don't get to use all the power of the 
underlying hardware, there are some overheads. Also, you still 
have to circumvent any other bottlenecks such as disk or network 
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performance to use the full potential of the applications and these 
channels may be shared by all the virtual servers. You may also 
find that some applications won't run on virtual servers or that their 
end-user license impose onerous or expensive conditions on it's 
use. 
You also have to be careful about lowering the reliability of your 
systems. A failure on the hardware which supports 12 virtual 
servers will take them all out, rather than just affecting one if they 
weren't virtualised. For this reason it may be prudent not to run all 
your firewalls for example on the same platform, but to mix 
services: firewalls, file-servers, active-directory systems etc. across 
multiple sets of hardware. That way if there is a failure, you don;t 
lose all your capabilities in one area, but a proportion (hopefully a 
manageable proportion) from many. 
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Managing workloads 
 
We've discussed workloads in previous sections without really 
saying what they are. The term seems to come from personnel 
departments and is applied to employees to mean the amount of 
work a person is expected to do. In a computing context we often 
talk about "workloads" (plural), where each individual workload is a 
well-defined set of processes that has a common cause. So for 
example you might refer to the "email workload" as meaning all the 
processes and resulting resource utilisation that a server does to 
handle email - this would include receiving incoming mail, 
transmitting outgoing email, virus scans, authentication, storage, 
reporting and monitoring, and delivery to recipients. The same 
server may also have other workloads: such as a fileserver 
workload, or an Active Directory workload. The point is that each of 
these workloads comes about as the result of a discrete function 
that the server performs. There are situations where two workloads 
share a common facility, such as virus scans for email and for file 
serving. Here you will have to work out how to apportion the usage 
of the virus scanner between them. 
In the big picture, you could argue that a workload spans many 
servers: so an e-commerce workload involves not just the 
webservers but also the preceding firewalls, content management, 
database etc. This is true for a systems architect, but for our 
purposes since we are interested in the performance of individual 
servers, we'll take a workload as being applied at that level. 
 
The first thing is to know what a particular server is used for. 
Hopefully this will be trivially easy - although there may be a few 
surprises that neither you, nor the rest of your organisation 
expected. You may find that a server which is nominally only doing 
one type of work has some reports or summaries running at 
particular times. If these are different from the type of work it 
normally performs, such as report or batch processes on an 
otherwise interactive system, they may constitute a separate 
workload. A common example is the backup processes that 
(hopefully) run on your business servers. 
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Part of the job of managing these workloads is to identify conflicts 
and to know where the priorities lie. There are probably no absolute 
priorities, but different workloads take precedence at different 
times. For example, a server may have some reconciliations that 
run overnight and a user population that does data mining during 
the day. It may also have some reports that run at the end of the 
working day. The Service Level Agreements for this server will 
define which processes should run and the times when they should 
be permitted. One of your tasks, in monitoring the performance of 
this server, will be to forecast if any of these workloads is liable to 
exceed it's allotted timeslot. You should also be in a position to 
advise on the effects of relaxing or changing the SLA, either 
temporarily to relieve a problem, or permanently if  circumstances 
require. 
 
Workload analysis 
 
To fulfill these responsibilities you will need to know quite a lot 
about each workload. 
 

o time period 
o number of users/hits/transactions 
o resource utilisation 
o I-O hotspots 
o reserved facilities 
o response/execution time 

 
Hopefully you will have most of this information already at hand, it 
just needs organising from the server level down to look at the 
individual processes that comprise the workload. The one feature 
you may lack is data about the particular processes and the 
resources they use. So far we've omitted this from the list of 
attributes to measure. The main reason is that monitoring 
processes at frequent intervals can generate a very large amount of 
data that is difficult to manage.  
In practice if you have multiple workloads present on a server, the 
proportion of resources they use can vary over the course of a day. 
Therefore I have found it is necessary to stipulate when a workload 
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analysis was done. This has some benefits as it makes you 
consider the time (and maybe the day) when you do this work - is 
there any point to analysing a workload at 11:30, when there is no 
real contention on the server until 12:45? 
As with all the other performance data we have collected, whether 
you use a commercial package or the tools that come with your 
operating system, the data we collect all comes from the same 
origin. I like to use my own scripts for this as it gives me control 
over the sampling times of the processes. It also provides 
transparency: I can see exactly what data is collected and how 
various resources are apportioned to each of the processes in each 
workload under scrutiny. 
 
Presentation 
 
I have used two techniques for explaining workloads. Which one is 
best will depend on the situation. If you just want to explain the 
various percentages of a server's capacity that the different types of 
use are consuming, I would choose a simple pie chart. The reason 
is that people are familiar with the format. It's up to you whether you 
show the "pie" as just comprising the workloads and size the 
"slices" accordingly, or if you have the pie representing the capacity 
of the server and include unused resources as a slice. You will 
chose whichever chart best supports the message you wish to 
communicate. 
The second method that I have found works well, especially where 
you want to show how the growth, or changes, in workloads will 
affect the whole server is shown below. Here I wanted to show how 
the growth in a business (this one read electricity meters) and some 
changes in business practices would impact on a particular server. 
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The second chart is a forecast after the Data Collection workload 
has been replaced by the eMOM workload. The message here is 
that the user workload will increase and the eMOM workload will 
need more resources than it's predecessor. This, plus a small 
allowance for future growth, will require 30% more CPU capacity 
than the server has. 
 

  
 
Optimisation 
 
Earlier I explained some of the difficulties with mixing batch and 
interactive workloads. In brief, batch workloads run flat-out to 
complete their work as fast as a server can give them resources, 
while interactive processes are characterised by small periods of 
execution followed by "think time", then further short bursts of 
activity. The result is that when these two meet on a server, the 
users usually experience degraded response times as the batch 
work is blocking them from getting the resources they need. The 
same effect as running batch work arises from interactive users 
who start long-running processes themselves: such as generating 
reports, or data-mining queries. When users start to complain about 
poor response times at set times, or your application monitoring 
shows that at regular times each day, there is a change in 
responsiveness you should look for newly started workloads as a 
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possible cause. 
 
One such case is illustrated below. Here we were measuring the 
response time of a set of database queries and found that they 
regularly worsened at the same time every evening. 

 
          Database response times showing a problem occurring due to an external 
          conflicting workload. The numbers in brackets show that each set of queries 
          was run twice. The consistency in the response times shows that the data 
          used by the queries was not in the database cache when either set of query 
          was executed. 

 
While we couldn't see any new processes starting, the culprit 
turned out to be a process on another server that shared this 
platform's disk array. At 18:30 (which is why the hourly average for 
18:00 - 19:00 is higher, but not peaked) each evening it broke it's 
disk mirror and started backing up the copy. This caused a great 
deal of disk activity, which had the knock-on effect of increasing the 
database access time on our previously unrelated server. The non-
consecutive dates are due to an intervening weekend when the 
application was unused. 
 
In all cases where there is a resource conflict, you have three 
options 
 
live with it 
reorganise the schedule to remove the conflict 
reconfigure the conflicting resource(s) 
 
While the decision of which option to take is down to the business 
owners, you may be able to provide them with some insights, such 
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as the extent of the problem, possible technical solutions and some 
information about what upgrades they would need to remove the 
problem - or at least reduce it to acceptable levels. In this case the 
solution was simply to wait until after 21:30 when the database 
users shift finished and then start backing up the disk mirror. The 
story does illustrate some of the increased complexity and 
interdependencies that comes with the cost reductions of sharing 
hardware. 
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Upgrades and replacements 
 
This is another of those high-value work areas where your skills 
and repository of performance data can be a big help in making the 
right purchases for your organisation. This doesn't necessarily 
mean buying the cheapest equipment possible, but being able to 
inform the buying process with the correct performance and 
capacity specifications. Note that if the system in question is 
planned to grow, you don't necessarily have to buy everything for 
day #1, but in that case you should specify enough flexibility to 
make upgrades as painless as possible. 
 
In the section on consolidation I talked about the possibilities of 
running many small virtual servers on a single larger platform. 
When you specify replacement hardware, it may be worth 
considering adding a virtualisation layer, so that later systems can 
be added onto the same hardware. If you do this you will need 
enough expandability on the platform to accommodate the memory, 
network bandwidth (and number of connections) and fast enough 
access to the storage of the hosted servers. 
Even if you don't go down the virtualisation route, it would be very 
helpful if your organisation had a replacement strategy or plan to 
list what servers were coming up for renewal in the next few years. 
That would allow you to take into account all the planned upgrades 
and make some economies of scale, possibly in partnership with a 
preferred supplier or two. One place to discover what servers are 
coming up for renewal is in your organisations I.T. budget, if you 
haven't already been involved in producing it. Most organisations 
require capital purchases (which would include significantly sized 
servers) to be submitted for inclusion into the spending plan. Even 
if they don't want you to see the financial entries, it should be 
possible to get the headline list of servers. 
Your organisation should also come up with a strategy for disposing 
of or re-using old servers. Even if they are out of warranty or are 
becoming obsolete there are many opportunities to extract some 
final value from an old server that is no longer suitable for 
production status. Look at the non-critical work that your I.T. team 
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does: do they need systems for training new recruits or 
experimentation, or testing patches on? Do they need servers for 
running volume or load tests as part of a new deployment? Can you 
even re-use parts of old servers, such as disks, memory or 
interface cards in some of your existing non-production systems? 
 
Whether you go for a virtual server or a physical one, you will still 
need the same basic information to specify the correct performance 
and capacity for the acquisition. The nice thing about upgrades is 
that you already know what the starting point is for your new server, 
so all you need to know is what workloads it will have to support for 
it's end of life and when any major changes will be needed. The 
predicted usage should include both natural increases, or 
decreases in workload and any planned changes. The chart below 
is an example 

 
 
This server was new at the start of 2006. The numbers in the right 
column indicate the phases of it's planned life. At the start of 2007 
(phase II) it underwent a version upgrade to it's main application. 
This brought about an incremental increase in CPU usage, disk 
space and disk I-O. Apart from the upgrades, the server has also 
seen some growth in it's business use, resulting in small increases 
for CPU utilisation and disk space. The amount of disk I-O has 
risen quite a lot and is the main driver for the planned hardware 
upgrade. The knowledge that I-O rates will continue to increase 
(phase III) requires an upgrade to the disk array connected to this 
server and another software upgrade (phase IV) will take CPU 
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utilisation above the threshold that the support department is 
comfortable with. Fortunately when the server was commissioned 
the need for upgrades was foreseen. The reason we didn't specify 
the full complement of performance/capacity from the start was that 
hardware costs are dropping over time so it made economic sense 
to delay buying the additional capacity until it was needed. A 
secondary reason was that by giving the users the benefit of a high 
performance server that was under-used, they would get used to a 
certain level of responsiveness that was above their needs. As time 
went on, their level of satisfaction would drop (even though 
response times were still above the agreed SLA figures) and they 
may pressure the I.T. department into further expense to preserve 
their original experiences. We did however ensure that the original 
architecture could support additional CPUs, memory and disks so 
that the upgrades could simply be "slotted in" when convenient. 
 
When upgrading CPUs I have generally found that the relative 
clock-speeds of the processors is as good an indication as any for 
calculating the new requirement. So if your server currently uses 2 
2.2GHz CPUs and you decide you need an extra 60% of 
processing power you can go with any of the solutions from this 
table 
 

 
CPU number and clock speed choices for 60% more processing power 

 
There are some things to look out for though. First of all, if you only 
run a single-threaded application, than adding more processors at 
the same speed won't make it run faster: it will still only run on 1 
CPU and therefore the others will just stay idle. Adding more 
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processors only works while you have fewer processors than tasks 
(or threads) that can use them. You can also consider running with 
multi-core processors. For the example above, you might be better 
off substituting the 2.2GHz CPUs with a single quad-core processor 
running at 1.8GHz or higher.  
 
Be aware of the licensing conditions for the applications and 
operating systems that run on your server. Some may impose limits 
on the number of processors you may have, before the server gets 
classed as a higher performance platform. For example, a provider 
may define a "departmental" server as having up to 2 processors 
and charge one licence fee, If you run the same software on a 4 
processor platform (even if they are slower) this might be deemed 
an "enterprise" server and attract a higher fee. Some application 
providers charge on a per-CPU (or per-core) basis, in which case 
fewer, faster processors may be more cost effective. 
 
The above discussion makes the assumption that your new server 
will use the same processor architecture, or an improved version of 
the existing one. If you decide to swap chip architectures, 
comparisons become far more difficult. You should also take into 
account that there is a small reduction in usable processing power 
as you add more CPUs. This overhead increases as more 
processors are added, the amount depending on how "multi-
processor" the CPU architecture was designed to be. 
 
Previously I have been critical of some disk layout methodologies 
that are meant to reduce the burden on administrators by giving 
them the flexibility to place files and databases anywhere within 
their disk arrays without having to consider the performance 
implications of their actions. There are two main reasons why I 
dislike this concept: 
 

� it forces an organisation to buy all the required storage at 
the start, so you pay a premium for space that may not be 
needed for some years 

 
� the solution is inflexible. You have to make decisions about 

the amount (in GB) and speed (in IOs per second) of 
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storage before you know how your system will perform in 
real-life. It is very hard to add more storage later if, or 
when, the need arises. 

 
To take an example. When a database server is being designed, 
the architects can estimate the number of records and also the 
average size of each row, therefore they can estimate the amount 
of storage that the server will need from day #1. They can also 
make some estimate of how much the database will grow. But 
these estimates are based on other estimates made by the 
business. They also have to make further estimates of the effect 
that upgrades will have during the lifetime of the server. This is a lot 
of estimates to get right. Even worse: experience has shown that 
it's almost impossible to calculate realistic figures for the number of 
I-O operations that a database will have to perform. Especially 
when you need to calculate this for an unknown peak workload for 
the server at the worst-case time, which will probably be after many 
years of growth. 
Without getting too deep into a philosophical discussion, these 
factors are "known unknowns": things we are aware that we don't 
know. The risk that we miscalculated can be mitigated to some 
extent by adding a margin of error to the end result. Apart from 
these, there are "unknown unknowns": things that we can't foresee.  
I can't give you examples, because then they would be known! 
 
The problem is that we need to make some irrevocable decisions 
right at the start of a design that are defined by all these estimates 
and unknown factors. For a Stripe And Mirror Everything setup we 
need to define both the number of gigabytes in our disk array and 
the number of I-Os per second we need it to execute. If our 
estimates turn out to be too low, the whole database has to be 
unloaded, extra disks added to the RAID group(s) and the database 
reloaded again - during which time the server will be unavailable. 
   (I have seen organisations literally paint themselves into a corner 
   over this: they take too long to decide on a solution and to get it 
   approved. Meanwhile the database grows and the 
   unload/reformat/reload operation cannot now be done over a 
   weekend's downtime, so the project has to be reconsidered. 
   Meanwhile the database is still growing ...)  
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On the other hand if our estimates are too high, the organisation 
has paid top dollar for storage that it does not need. Since it is 
configured into a production server's disk array it cannot be taken 
out and reused elsewhere for the same reasons that more storage 
cannot be added. 
 
By all means use RAID and intelligent storage arrays, but keep the 
size of each disk group down to a manageable size. "Divide and 
conquer" has been a successful strategy for well over 2500 years. It 
is still applicable to server management today. 
 
On a related topic, the size of disk drives has increased hugely in 
the past few years. This makes it very tempting to buy small 
numbers of high-capacity drives to replace the smaller capacity 
drives that originally came with a to-be-replaced server. If we only 
look at the headline capacity figures, it makes sense to buy a single 
80GB drive (say) instead of the 4 20GB disks which is all that was 
available when the server was first implemented. Unfortunately the 
access times for a disk has not improved at all in the past 5 years. 
So, those 4 disks could, between them, perform 200+ I-Os per 
second and still have passable response times. Whereas a new 
single replacement, would be hard pushed to get near half that 
figure. We have seen that when you perform accesses to two 
distant locations on a single drive in quick succession (for example 
accessing a database index, followed by a table lookup) then the 
response time of s disk can be 5 - 10 times longer, as the random 
pattern of access has been replaced by just about the worst 
combination of head movements you could come up with. However 
there is a way to use fewer high capacity drives and get very good 
response times, providing you can impose some disciplines on your 
work colleagues. 
 
If you use only a small portion of the disk, then head movements 
are restricted to a smaller range of cylinders and therefore finish 
quicker. Since seek-time is the major factor in disk response times, 
this has the effect of making big improvements in the disk's 
performance. For example, a normal disk performing 50 I-Os per 
second in a random pattern across the whole disk would have an 
average access time of 13.5 - 14 mSec. If you restrict the access to 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 117 

the first 25% of the disk cylinders, the access time drops to about 
8.5mSec. If you drive that disk to 100 I-Os per second, it's access 
time rises to the same 13.5mSec we saw for the whole-disk access 
time, but for twice as many accesses per second. Going even 
further and only using the outermost 10% of the disk cylinders 
reduces the access time to around 10 mSec at 100 I-Os per 
second. The outermost cylinders are also "longer" than the inner 
ones, as the size of a cylinder both in bytes and linear centimetres 
increases with it's radius. This means that the outermost 10% of the 
cylinders contain 14% of the disk's data, see the table below 

 

 
 

 
 

The outermost cylinders of a disk contain more data than inner cylinders 

 
If we were to replace the 20GB disks from the above example with 
2 * 500GB drives (one each for database tables and indexes), we 
could get the same level of performance by using only the 
outermost 10% of the cylinders and have 140GB of usable space, 
nearly double the earlier number. The hard part is to stop people 
who don't understand the issues from wanting to use the "wasted" 
860GB. Of course this specific case sacrifices the flexibility of 
separating data that is always accessed together onto different 
disks, however it does illustrate the principle. 
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Overloaded hardware 
 
The most difficult situation to diagnose more resources for is when 
one component of the server is 100% utilised. In this case you don't 
know whether the potential demand on it is 101% of it's current load 
or 1000%. While this can be the situation for the peak workload, 
there will often be times when the workload is less and the server is 
not running flat out. The best approach is to look at these times and 
to extrapolate demand from there, rather than trying to extrapolate 
from a position of highest usage. When you do this piece of 
forecasting, take into account the possibility of other bottlenecks 
(rather than the prime-suspect limited resource) than could be 
contributing to the overall problem. The example below illustrates 
this. Also be aware that the demand for the server has probably 
been self-limiting. Not all the users or (potential) customers were 
prepared to accept poor performance and therefore didn't use the 
server, or your organisation. Some may have been willing to try the 
server at different times, but others will have found alternatives. 
When performance improves you can expect that the server will 
have to deal with the overload from people who were trying to use 
it, but also extra load from "winback" customers who are now 
prepared to return to the server. If you can enumerate the number 
of extra users/customers your improvements have produced, you 
can legitimately claim this as a business improvement. 
 
Finally you will need to take bottlenecks into account. If the 
response time of your server is constrained by (say) an I-O 
limitation, then once this is relieved you will most likely find that 
your CPU usage increases. The reason is that the demand being 
placed on the server was limited by the speed it could process I-O 
operations. Once you remove this limitation, all the pent-up demand 
can now be handled by the disk subsystem. This means that the 
workload on the server will increase and therefore the other server 
resources will have to work harder to keep up. It can be particularly 
annoying and embarrassing to troubleshoot a server problem, 
identify a resource bottleneck somewhere and fix that problem, only 
to find that as soon as that limitation is removed, another resource 
rapidly becomes the limiting factor. 
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As an example, take a webserver that is limited to serving 120 hits 
a second to it's users, but the CPUs are running at 100% of 
capacity. If you increase the processing power by 50%, the server 
can now handle connections faster so it will be able to process 
more hits per second. However, this might lead to more concurrent 
threads being started, so the server will use more memory. If it 
starts to page, this could well become the factor that limits it's 
performance. So rather than the expected 180 web hits per second 
you were expecting, the lack of memory could limit the server to 
only 130 hits/second. Adding more memory will allow all the 
threads to be resident simultaneously, but now the extra workload 
could place a higher demand on the network which reaches it's 
maximum capacity. This piecemeal approach to problem solving is 
very common, and very irritating to the business owners as they 
see many disruptions while components are upgraded, rather than 
one single (if bigger) outage to solve the problem completely. 
 
 
 
 
 
 



SERVER PERFORMANCE MANAGEMENT COMPLIMENTARY COPY - 2010 

 120 

Dealing with changes 
 

No man is an island, entire of itself. So wrote John Donne in 1623. 

The same is true for the servers within your organisation. None of 
them stands alone and they all depend on shared services: whether 
that's in a client-server relationship or as part of a load-balancing 
setup or just by using LDAP or services from other servers. The 
result is that changes to one system can have effects, either 
expected or unforeseen, on your other servers. Part of your job it to 
be aware of the impact of these changes on performance and to 
evaluate how your organisation will be affected. 

These changes can be functional changes; where an existing 
application or operating system has new features added to it - 
either explicitly or by using a newer version. They could be changes 
due to the number of users, customers or connections that alter the 
response times of an application or they could be changes to the 
volume of data which takes longer to back up and therefore pushes 
back an entire schedule. All of these can affect not just the platform 
that hosts the changes but all the other servers that depend on it. 
Here are two short examples: 

1) An update to your virus scanner means it takes longer to 
check each incoming and outgoing email. The added 
delays cause a backlog of emails that fill up their disk. The 
email system stalls during peak periods 

2) Some servers are moved to a different network segment. 
The volume of traffic from their networked drives overloads 
the router and other applications on the same segment now 
run too slowly. 

How could these problems be avoided? One way would be to use 
such a small proportion of your I.T. capacity that anything short of a 
massive change to the whole enterprise could be absorbed without 
any component getting overloaded. Another would be to perform an 
impact assessment of major changes and consider how they will 
interact with your existing systems. A third technique is to introduce 
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changes slowly and monitor your servers, applications and 
response times for significant changes. There is no best method: 
each can be appropriate to different situations, although some are 
more cost-effective than others. The fourth method is that someone 
else implements a change without your knowledge and you find out 
about it after the fact when you notice a change to the way a server 
is behaving. 

For now let's assume that your organisation has a structured 
approach and that you are involved in the process early enough to 
have influence. I have found it's helpful to classify proposed 
changes depending on these factors: 

 

This type of table is quite useful if your organisation is process-
driven. It can form the basis for a formal methodology for assessing 
internal risks. You are obviously able to add your own risk factors 
and descriptions. This is one I have used in the past with some 
success. The contents are not necessarily rated Low to High, 
although the low risk / least rigorous line is the first one on the 
chart. The inclusion of the unknown entries is an indication that 
there are gaps in people's knowledge of a change. 

One column that needs some explanation is the criticality column. 
Here I have attempted to quantify the attribute by stating how long 
the organisation is willing to be without a particular server or the 
system it is part of. The entry for negotiable means just that: there 
is no downtime allowed, but there may be ways that the business 
can be persuaded release it for a period. The other entries in the 
column do not necessarily mean that a server can be taken down at 
any time, it is much more likely that the schedule for the required 
time will have to be agreed beforehand. 
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Even if a server comes under the "no downtime" heading, it may 
still be possible to make changes, either "on the fly" or by swapping 
it's service to another host while this one is taken down. If an 
organisation truly must have a 24*7 service it is almost certain that 
it will have either a hot standby system, or there will be multiple 
servers providing the service. 

If you are in the fortunate position to have all the relevant 
information about a change, you can then go on to make a fully 
informed assessment of it's effects. This will feed into the go/no-
go/think-again decision that your organisation will make on how to 
proceed. The real-life position is that there are frequently areas 
where we have no information, or what we have has a lot of 
uncertainty associated with it. A good example would be the ease 
with which a change can be reverted. Many people might think a 
change can be backed-out easily, until they try it. Given there will 
be some deficiencies in your information, here are some strategies 
for either reducing the risk of the change or for filling the gaps in 
your knowledge. 

• run "what if" scenarios through your performance model. 
You may have to make some guess-timates of the effect of 
changes to put into your model. If a change is radically 
different from how things run at present, your model may 
not calculate the result very accurately. Some 
organisations I have worked with are uneasy about 
accepting the results of "paper models" for impact 
assessments and will only use them for long-term planning. 

• experiment on a test system to measure the performance 
or resource requirements of the change. 
This is similar to the modelling approach above, except it is 
a bit closer to reality. Even though your systems 
administrators may have a test system that they use to 
familiarise themselves with the mechanics of making the 
change, you may find that you are limited in how you can 
use it to emulate the live environment, particularly when 
you want to run tests that simulate many users. Realistic 
volume testing can be expensive to run, take a long time to 
create data for and be difficult to organise. 
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• run a pilot project and monitor how the system behaves. 
Pilots have some of the disadvantages of volume tests, 
although you don't have to set up test-harnesses and 
prepare test data. Your organisation may already be 
running a pilot in order to either train users in aspects of the 
changed system or as a "beta test" to find operational 
problems. If so, you may be able to get better quality data 
of real-life performance than from a limited volume test. 

• test the change on your live systems during a time of low 
demand. 
This only works if you have the ability to revert back to the 
original system when demand increases. It does give more 
reliable data than a pilot, as you will have a larger number 
of users, or a larger workload running through the system. 
However, if the change in question alters the users' 
activities, there's a danger that their unfamiliarity with the 
altered practices reduces the speed they use the system. 

• employ a phased approach and introduce the change in 
stages. 
Your performance monitoring can get quite complicated 
with a phased approach as you will have two groups of 
users, or two parallel workloads to consider. You will have 
to be able to track the contribution that each one makes, to 
forecast the performance when the change is fully 
incorporated. The method is similar to a migration project, 
or forecasting growth. 
Both phased uptake and pilot programmes have the 
disadvantage that they take time to set up and implement. 
Your organisation may not be willing to take that time if 
they have other projects waiting to deliver. 

• temporarily increase the capacity of the server before 
introducing the change. 
If you have no other options and suspect that your server 
will not be able to support the new workload, it may be 
prudent to add resources to the server before the change 
goes ahead. That way if there is an unexpected surge in 
resource usage, the extra capacity will support it. If you 
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have to take this approach, it is wise to schedule the 
change so that the first day of operating the new system 
coincides with a known low-traffic day. At least then you will 
have some time to improve things before your peak 
workloads appear. I have known organisations, who's 
busiest day was a Monday, to perform all their major 
changes at the weekend - often with embarrassing results, 
and not just due to performance problems. 

Once a change has been implemented, it is important to reassess 
how the server is running. It's worth waiting a week or two for things 
to stabilise and for any users to get used to new features or any 
changes to their work. Once the system is again running normally, 
you will have to reconsider your performance model. There are 
three basic features that that can be altered: the amount of spare 
resources on the server, the rate that they are now being 
consumed and the speed at which it processes workloads - which 
may mean there's a change in the location of a performance 
bottleneck. 
In the case were a server had 45% used disk space before an 
upgrade and was using up 1% a month, the performance model 
would have extrapolated disk usage at having (about) 55 months 
growth available. After the upgrade we might find a situation where 
the changed system now has 56% of it's disk space in use and the 
application data is growing at 1.2% per month. Hopefully the 
additional used space is not due to sloppy administration: leaving 
old images and backup copies on the server. In the post-upgrade 
world, this server will now only have sufficient disk space to run for 
36 months - we've lost a year and a half from the life of it's disk 
array! You will have to go through the same exercise for all the 
other servers that have a dependency on the one that's changed. 

Hopefully you either keep your own log of a server's history or have 
access to it's change-control records. This is important as while you 
may recall what work was done and when, if you move on your 
successor will not have that tacit information. This means they 
could fall foul of the type on analysis mistake we saw in the section 
on Making Predictions. 
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Sizing new systems 
 
This is very similar to assessing changes - but with the added 
challenge that you have no prior knowledge of the server or 
applications to be used. You also have a set of business 
assumptions that have not been validated in real situations. 
 
With luck your organisation has a person who is taking 
responsibility for the overall design of the new system. It's worth 
spending time with that individual and letting them know what 
information you have collected and how you can use it to turn their 
designs into a functional system. Over future projects you will build 
up a working relationship with the designers, but for now I'll assume 
that either you or they are new to the job and have no prior 
relationship. 
 
Even though it's a brand new system, possibly in an unfamiliar line 
of business, doesn't mean there are no facts or assumptions 
available to start a sizing activity. In order to get approval for the 
project someone will have come up with some figures for the 
amount of business work will carry. They will have an estimate of 
what components it will need: databases, software products, 
users/agents, interfaces etc. Your corporate standards will mandate 
some features, such as the need for redundant servers, levels of 
resilience, possibly even data retention periods. There will also be 
an idea of how much the organisation is willing to spend. What 
there probably won't be is any hard and fast ideas of the number, 
type and size of the servers needed to support the workloads. 
However, this will be enough to get you started - the key is not to 
make too many decisions right at the start, save that until you have 
a sufficient number of facts to stand up to a review. 
 
This is a classic example of a top-down design. It starts with the 
business requirements, these turn into functional requirements 
which will have products/solutions assigned to them. The interfaces 
between the various components will be considered and finally 
someone will be able to define attributes that you can turn into a 
hardware specification. At least that's how it's supposed to work. In 
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practice, the budget is often the main focus: people will design a 
system so that the costs fit into the allocated finances and then they 
tell you that the project will buy a number of servers: model XYZ, 
because that's all they can afford. 
 
In either case, you should take the design documents and at the 
very least perform a sanity check, to make sure that there are no 
misplaced decimal points and that the size of the proposed servers 
is comparable with other systems that run comparable operations. 
If this really is a novel project for your organisation, you may need 
to get advice from outside to make any sensible comparisons. I 
have found that up until the time contracts are signed, most 
suppliers (both hardware and software) are very eager to provide 
assistance. This is your opportunity to get reference data for the 
applications' performance. it is very improbable that you can find a 
reference site that will have exactly the same architecture, 
functional requirements and business volumes that your will, 
however you can still scale sites with similar functions to fit your 
own situation.  
 
Briefly, this means that a given amount of work will take roughly the 
same number of processor cycles and will perform a similar number 
of I-O operations each time it is run. For example, a reference site 
may have an inventory application that is used by 10 people for 
stock control. When they use this it might take 6 seconds to query 
the status of an item. During this time, their server has a CPU 
utilisation of 47% and executes 87 I-O operations. Now, their 
architecture will almost certainly be different from ours. The type 
and number of stock items will also be different, but the process 
that the application uses to query an item will be the same - 
irrespective of the hardware architecture. You can therefore 
average out the amount of work done by their server for each query 
- essentially building a performance model for it. This can be scaled 
to fit your proposed hardware performance, database schema, 
number of users (or queries per minute) and the I-O rates you can 
expect, thus: 
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We know certain facts about the reference site and we have some 
basic assumptions about our own proposed hardware. I have called 
these "known facts" and they are shown in green.  
 
We have some data from the reference site. This is the number of 
queries per minute they perform and the amount of activity these 
queries create. These fields are coloured cyan. From the 
percentage CPU utilisation, I have shown the actual number of 
CPU cycles per second that were executed during the queries - this 
is just the utilisation multiplied by the clock rate multiplied by the 
number of processors. We'll calculate this figure for our server as 
an intermediate step in getting the percentage utilisation. 
 
From the measured data and the facts we know about the 
reference server we can calculate both the number of CPU cycles 
and the number of I-O operations needed to perform 1 query. This 
is the CPU per query and I-Os per query column. It's reasonable to 
expect that provided our server has a similar architecture, database 
product and operating system, that we will need similar amounts of 
resource for each query we want to perform. We also know that our 
server is designed to required 14 queries per minute. From our 
expected queries per minute value and the two attributes we 
calculated for the reference server, we can estimate the expected 
load on our proposed server. This comes out at a CPU utilisation of 
52% and an I-O rate of 20 I-Os per second. 
 
You will also have to do some work to estimate the effect that other 
differences will have on your results. The amount and efficiency of 
database cache will change the number of database reads that turn 
into physical accesses to the disks. There may also be some extra 
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database tables or processing that your implementation includes. 
 
As with changes to existing systems, new servers are unlikely to be 
completely self-sufficient and will therefore interact with other parts 
of your infrastructure - particularly the network and internal support 
services like LDAP and backup servers. To gauge the level of 
interaction and to see if this will cause any problems, I would 
suggest drawing up a dependency matrix, of the type we saw in the 
Growth Predictions section. 

 
Dependency matrix for interactions between new and existing servers 
The defining attribute(s) of the new system are highlighted in purple 

 
When you add the new project into the matrix of existing servers 
there will be a number of unknowns and round-number guesses. As 
the project design matures, the number of unknowns and the 
uncertainty surrounding other values should diminish. If you already 
have a dependency matrix for a similar system (whether that's an e-
commerce site, a payroll system or anything else) it's worth keeping 
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the same formulae for dependencies between the attributes until 
you can refine them to fit this specific case. 
 
Once you've done a high-altitude flight over the existing estate and 
identified which of your servers will be affected by the new systems, 
try to assign some initial values to the impact on them. At the start 
this will only be vague words, like low, medium or high impact. You 
will already know how busy these servers are, so you can quickly 
get an idea of which existing servers will be at risk from excessive 
loads. Bear in mind these effects may not always increase the 
workload on existing servers - it's equally possible that the new 
project is designed to supersede an existing system, in which case 
you have some opportunities to release assets for use elsewhere. 
 
Where a new system is being planned to take over the role of an 
existing one, you effectively have two projects running in parallel: 
the design, specification and creation of the new servers and the 
work involved in the transition from the old to the new system. Once 
the new system is ready and work must be transferred to it, you will 
need to look out for any temporary increases in the workload of the 
old system. This could come about if it has to both do it's own work 
and additional work to transfer data records to the new system. The 
diagram below illustrates the point 

 
During the transitional phase from the old server, it has to do extra 
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work to update the new system otherwise the two will get out of 
step and the data on them will be inconsistent. This presents an 
additional workload (seen in orange) for the old server - which must 
have the resources to support this, plus it's existing although 
diminishing work. 
 
 
It's wise not to get too deep into design of the system yourself. 
People tend to get territorial about others attempting to do their job, 
just as you would if someone tried to tell you how to forecast the 
performance of a server. Your role should be to provide information 
to the design team and to take responsibility for ensuring the design 
is capable of supporting the planned workload. I have found it's 
helpful to give people options, as there are hardly ever situations 
where only one solution is possible. The designers have to take into 
account more non-functional requirements than just system 
performance, so don't expect that they'll have told you everything. 
Design teams tend to focus on their specific project, whereas you 
may have several pieces of work running concurrently. This puts 
you in a good position to be aware of developments outside the 
realm of this particular project - such as another piece of work that 
may combine resources to save costs. If you can, then sound-out 
both teams to see if they are willing to join forces. You may also 
know of servers within your organisation that have spare capacity; 
or know about up-coming work that could use any hardware this 
project will replace. The same principle applies - propose some co-
operation and see if you can shave some costs and maybe some 
implementation time, too. 
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Performance stress testing 
 
When all the theoretical work: design, specifications and planning 
have been put into practice you have a new system ready to roll 
out. There is still work to be done before it is ready to go live and 
start earning it's keep. Your biggest responsibility is to ensure that 
the performance of the system meets the requirements of the 
business, or is at least known, before the first users are exposed to 
it. You will also have to integrate the server(s) into your 
performance management regime, so you can collect performance 
data when it's working. 
 
The performance test, or volume test is meant to assure your 
business that there will be no surprises when the system goes live. 
It's all very well "knowing" that the hardware has enough power, 
there's enough storage and the network bandwidth is high enough. 
It's very different to have documentary evidence that not only have 
these areas been proven, but that all the servers your new system 
connects to can deal with any new demands. Without a well run, in-
depth test you stand a very real chance of having an "ooops" 
moment soon after the system goes live. 
 
Performance testing is expensive and time consuming. These are 
two of the reasons why it is often skimped. Since, by it's nature, it 
happens at the end of the project it is often subject to time 
pressures: the development over-ran, the go-live date is fixed, 
therefore the time for testing gets squeezed. Even worse, testing is 
frequently seen as a stage in a linear process, rather than an 
information gathering exercise to inform a decision.  
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Given that human nature won't change and there will always be 
pressures on the time a project allots to volume testing, what can 
you do? My favoured approach is to have as much information as 
early as possible before the formal testing process starts. The first 
part of this is to install your monitoring package as soon as the 
platform becomes available - you'll need it for running your 
component testing. 
 
Component Testing 
 
You should be able to run some tests on the hardware quite early in 
the project. The goal being to get warnings about any hardware 
bottlenecks and performance flaws in the application design. By 
testing early, you give the project more time to fix any problems, 
rather than having them all appear right at the end, when time is 
tight. 
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For example, you don't need to wait until the database is fully 
installed and the application written. You can run some basic tests 
on the disk array without having any applications present. This 
means having a test script that simulates the load that the 
application will put on it and measuring how it performs. The 
language you choose to write a test script in won't make much 
difference, the crucial point is that you are able to perform 
operations on the disks. You should collect information on the 
number of operations per second, the proportion of reads to writes 
and the time it takes for the array to satisfy the requests. 
In a similar fashion, once the database is installed and configured, 
have the database team start it up. This way you can get a view on 
the amount of memory it consumes for it's caches and static 
requirements. When the developers have a reasonably stable 
prototype application, monitor their test/development system to see 
how much memory each user instance requires. As the 
development matures, you should be in a position to gauge the 
amount of processor time some of the typical transactions take and 
to write your scripts to monitor their response time, for the live 
system. 
While the data you get from these early tests won't be definitive, 
they will give you an indication of whether is about right - or 
hopelessly under/over specified. These tests will also help you 
become familiar with the applications, so you can start to measure 
the business volumes that will run through it. The tests will also give 
you hints at where any "hot spots" are likely to occur, when you do 
get to test in earnest. 
 
Volume testing. 
 
This is the culmination of the development process. It is a 
specialised field in it's own right - you should be part of it, but 
should not be running it. The work you were involved in at the start 
of the project, defining workloads, specifying the quality of service, 
data volumes, transaction rates and resource usage all feed into 
the requirements for these tests. Generally the biggest part of 
running a volume test is creating the test data needed both for a 
basic set of data in the database and for the input data that the 
tests will need to send to the applications. If functional testing is 
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being done as well, the second biggest piece of work is to validate 
the results. Fortunately, your role does not encompass either of 
these areas. 
The performance management responsibilities are primarily to 
validate that the rate of work performed during the tests was correct 
and that the resource usage and service quality were as expected. 
Since these functions are all ones that fall under your remit once 
the system has gone live, from your point of view you are 
monitoring a production system at this point. You will however, be 
expected to report on the tests and to provide a go/no-go feed into 
the decision making process. 
 
Generally the workload profile during a volume test goes through 3 
distinct phases. 

 
 
For a test that is scheduled to last for 1 hour, I have found the 
profile above to be representative of the load on the system. During 
the first phase the load-generating systems are starting up. 
Generally, if you are simulating users who log onto a system, it's 
not valid to simulate them all logging on at the same time, as this is 
not what happens in real-life. During this phase, the system-under-
test is also initialising itself - it's caches are going from empty (i.e. 
very low cache-hit rates) to steady-state, it is making connections to 
the external systems it interfaces with and the workloads are 
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stabilising. 
 
After this initial phase, the volume test should move into a stable 
running state where all the components of the test are running as 
expected. This is the part of the test that will reveal the true nature 
of the tested system and is the part that contains the valid 
performance data. As you can see, it does not last for long - so you 
will have to make sure that the sample times you have set up are 
short enough to collect a reasonable number of samples before the 
test volumes start to tail off.  
 
The final part of the test is where the machines supplying test 
transactions start to run out of input data. Although the test might 
not seem very long, if you are testing a large scale system, there is 
a great deal of effort needed to produce test data that is both 
representative and self-consistent for a long test. If you are volume 
testing a webserver, for example and you expect it to receive 20 
hits a second, the test will need 72,000 scripted web accesses to 
run for an hour. On the assumption that these are not merely 
accessing the front page, the test will have to be designed such 
that some accesses go through to create orders, some click for 
more information, and some are returning customers. These all 
requires data that is not only diverse (i.e. does not always use the 
same account number, and product page) but is consistent with 
customer histories and paths through the website. 
 
I have found that when I submit my test reports, it's worthwhile 
including a chart showing how the workloads varied during the test 
run, just to show whether or not the test produced a period of stable 
volumes, between the start-up and tail-off phases. 
 
The outcome of the volume test should be a report on the 
performance of all the servers that were being tested. This could 
include existing servers that supply external services to the new 
system, such as LDAP services, access to other databases or parts 
of your organisations network infrastructure.  
Apart from the performance of the servers and observations on how 
they performed, I have found it helpful to include a section that 
states what the workloads were during the test - if not on a minute-
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by-minute basis, at least frequently enough that people can identify 
any extraordinary behaviour and work out what was going on when 
it happened. This is especially useful if there are batch processes 
that get run during an interactive test. 
Possibly the most important part of the test report is your opinion on 
whether the system passed or not and if the effect on any external 
servers is acceptable. This should be an objective opinion, based 
on the ability of the system to meet the quality of service values that 
the business has asked for. If there is a shortcoming, it is helpful to 
add a section to describe the effect of proceeding "as is" and also 
to give a view on what work needs to be done to bring the system 
up to scratch. This is effectively the same as if you were diagnosing 
a performance problem on a production server. 
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Summary of the third section 
 
This final part of the book has been about taking the technical 
aspects of performance management and using them to create 
business value. Without this final stage, all the performance 
monitoring you do is really just an extra cost to your organisation. 
Until you can take your performance data and translate it into 
information that the business can use - or at least understand, they 
will have no use for you. Occasionally, if things get really bad, 
someone from the commercial part of your organisation may be 
willing to take the pain of talking to you about gigaHertz and 
megaBytes but they will not be in a position to turn that 
conversation into actionable information. The feature that sets you 
apart from a "necessary evil" is your ability to communicate in 
business terms both what needs to be done and the consequences 
of not doing it. 
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Final words 
 
This book has been about the "what" of performance management, 
rather than the "how". The reason for this is that every reader has 
their own, unique, set of skills and professional situation. A recipe 
written in a particular language that works for one individual would 
not be suitable for someone else with a different background.  
Whether you do performance management part-time in a small 
organisation or you are one of many, working in an enterprise with 
multiple vendors, various operating systems, lots of products and 
types of user - the principles are still the same. You are in a unique 
position: combining technical information with business 
requirements. You should be planning to spend most of your time 
promoting the business - helping it with growth, improving it's 
efficiency with consolidation and virtualisation, assessing the 
impact of changes and giving early warnings of resources running 
out. A correctly set up monitoring regime, whether using 
commercial products or a self-built system, should take less than 
20% of your time to administer, leaving the rest for high-value 
business facing activities. 
 
Possibly the hardest aspect of the job is getting information out of 
the business. This is partly because of the difference in approach 
between primarily technical staff: who expect information to be 
numeric and well-defined and sales/marketing/business people who 
often talk about far less tangible concepts. It is also partly due to 
the organisational differences between the two groups. Most 
performance management people have a technical background -
they might have started out as support staff, or developers. It is 
natural for them to gravitate towards others with similar 
backgrounds and who understand the same vocabulary. To make a 
success of the role, you do need to overcome this. The most 
straightforward way is simply to get a desk close to the business 
people. No matter how effective your organisation is at 
communicating, there is no substitute for actually being there. So 
much information is passed within a team just by having casual 
conversations, or even from overhearing other people's phone 
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conversations. You will never be able to make up for this with 
email. 
 
I would also recommend you get some sponsorship for this role. In 
larger organisations, you will occasionally come across individuals 
who are hostile, or feel threatened by performance monitoring - as 
if it implies a criticism of the work they are doing, or a mistrust of 
their ability to deal with problems. By having it well-known that you 
are doing this job with the support and backing of senior staff, you 
will find it easier to get these people on your side. Even more so 
when they find that you are not trying to make them look bad, but 
are adding credibility to their requests whenever there is a 
resourcing problem. Over time they may even recognise that, by 
dint of your position within both the technical and business worlds, 
you can help them put their case for tools to leverage their efforts, 
too. 
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Resources 
 
Here are some of the software tools and other recommendations I 
have for making you a more effective server performance manager. 
The list is not meant to be exhaustive and there are many 
alternatives to the solutions I have used. Don't get upset if I haven't 
listed your favourite software product or language - it doesn't mean 
I dislike it, usually just that I found adequate solutions before I came 
across it. 
 
Scripting languages 
 
The overwhelming majority of my scripts are written in Perl. Other 
people prefer Python, both will allow you to do pretty much 
anything - within reason. I started doing performance work before 
Python existed, hence my choice. Both of these are available for 
most operating systems. When I need to create charts, the gd 
library (available for both the above and for PHP) is very versatile. 
Recently I have been doing more and more work with Microsoft 
platforms. I find that VBScript is an easy language to achieve most 
of my goals, from data collection using the WMI interface, to 
automating spreadsheet and document production. It comes with 
the operating system, although some older systems such as 
Windows 2000 have limitations. 
 
If you want to focus on one toolset across a diverse range of 
systems, you can consider an implementation of the most popular 
Unix tools, which is available for Windows systems (this includes 
Perl, too). Microsoft's Services for Unix (SFU) is freely 
downloadable and provides windows platforms with most of the 
tools a Unix user would be familiar with. 
 
Automation 
 
I have made frequent mention of response time measurements. 
The two packages I use for this are both freely available. The first, 
called Tcl/Tk originated on Unix platforms and has been ported to 
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most other systems. This has an extension called Expect, which is 
intended to send commands to and expect (hence the name) back 
user programmable responses. It is possible to measure the time 
the response takes to arrive, down to microseconds, and is 
therefore eminently usable to capture response time data. It is 
limited to textual transactions however, so is not suitable for 
graphical applications. For windows based software, I use AutoIt3 
which is a package that allows you to write scripts that interface 
with Microsoft windows applications. You can make mouse 
movements, simulate keystrokes and mouse clicks and obtain 
timing information, which can be logged to files in text formats. 
 
Web publishing 
 
If you choose to make data available through an internal website, 
there are many packages available to help you create the site and 
also to add functionality to it. Section 2 (A self-built system) 
mentions some of them. For the record, I  have successfully used: 
Apache for a webserver, PHP as a web-scripting language, 
MySQL for a backend database (and generally, for storing 
performance data). Two content management systems, that ease 
the initial creation of sophisticated websites are Drupal and 
Joomla!. You can also build your own website from scratch very 
successfully. One tool I have experimented briefly with, and heard 
good things about, is Microsoft's Visual Web Developer. There are 
also many other freely available website editors, which offer various 
functions for writing websites. 
 
Reports and Presentation 
 
I'm not going to make any recommendations here. Just to say, use 
whatever standard packages are available in your organisation. 
Compatibility with your colleagues is the biggest factor here - they 
must be able to open, read and possibly extract data from the 
documents you produce. I have not found the need to generate 
anything too elaborate: just straightforward information, presented 
succinctly, in simple language and with the minimum of 
embellishment is all that's needed. 
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Books. 
 
There are many books available on performance monitoring and 
capacity planning. Most of the ones I have read focus on the 
technical elements, often with examples based on technology or 
environments that fall out of date very quickly. Some of these also 
contain detailed mathematical analyses that, in my experience, go 
far beyond what is needed. One book that covers a lot of the theory 
of performance/capacity work, including sections on Common 
Mistakes, Modeling (including the best treatment of Queuing 
Theory I have ever read), and the statistical analysis of 
performance data is Raj Jain's The Art of Computer Systems 
Performance Analysis. Published in 1991, it is quite old for a 
computer book but is one of the few on my bookshelf that never 
gathers dust. 
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The sales bit 
 
All the facilities, examples and processes I have described here 
have come from personal experience. While I encourage you to 
keep control of this important aspect of your business within your 
organisation, I recognise (and am grateful) that there are times 
when you may need some outside assistance, specialised skills or 
choose to have work done by third parties. 
 
I spend a great deal of my time doing consultancy work for 
companies: either implementing some or all of the areas I have 
described in the book, doing short, one-off pieces of work to help 
them resolve a particular problem or adding an extra pair of hands 
when they are temporarily stretched by more work than they can 
handle.  
 
If you wish to use my skills and experience, please contact me 
through the Dalleon Systems website: www.dalleon.com. I 
generally work within the UK either at my own or at clients' 
premises, although I am able to spend time away in western 
Europe. Any further away is probably not going to be cost-effective 
for you, unless we can work out a way to do business across the 
internet. 
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Summary 
 
For people who habitually flip to the end of a book to see how it 
ends, I'd hate to disappoint you, so here is a condensed version of 
the major points. 
 
Data monitoring and collection 
 
1. Control your own system 
   Performance management is almost never a legal requirements 
and even rarer does it contribute to the bottom line. Therefore there 
is no reason for it to be classed as a production or "live" 
environment, and be subject to the rigours and special disciplines 
imposed on these servers. That does not mean you have an 
excuse to be sloppy - ignoring documentation, security and change 
processes. It does mean that you should be in a position to 
manage, alter and maintain most parts of your data collection 
server(s) yourself. You will still need to apply your organisations 
procedures to the systems you monitor, but there's little need to 
bother the production support teams with having to look after your 
boxes, too. 
 
2. Automate, automate, automate. 
  You should spend a very small fraction of your working week 
performing administrative tasks, such as maintaining data collection 
processes, creating routine reports updates and alerts. Your time is 
too valuable for that (and besides, it's very dull). Instead you should 
spend your time on the high-value tasks that computers can't 
perform,  as that is how you will add the greatest value to your 
organisation. 
 
3. Keep as much detail as possible for as long as possible 
  Whether you use a commercial product or have created your own 
performance management system, don't be tempted to consolidate 
your data too soon into hourly averages, daily summaries or other 
"low definition" formats. By all means create these summaries, but 
don't throw away the source information. Wait until a year or two 
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has passed and then, only when you know you won't need to check 
back for monthly/quarterly/annual events, then remove (or better, 
compress and archive to DVD) the individual readings. Processing 
power is cheap domestic quality disks are cheaper. Right now 
(2007) it costs more to process a purchase order than to buy 
500GB of storage. 
 
4. Give other people access. 
  That will stop you getting overwhelmed with mundane requests 
concerning performance, response-times, volumes. Put all the non-
confidential data on a website and let other people access it for 
themselves. Do not treat your data as currency: the more you have 
and keep to yourself, the better off you are (you will have time to 
reflect on this folly while looking for your new job). Instead let 
people see what a valuable job you are doing by making the data 
you disseminate relevant to your business, easy to access and 
understand. 
 
Implementing a monitoring system 
 
5. Ensure you can integrate business data with technical data. 
All monitoring systems can collect performance data from your 
servers. That's very easy and virtually worthless. The value comes 
from knowing the volume of business your organisation is 
transacting and what workloads this represents on the servers. 
Ensure your systems can tell you not just how busy a server is, but 
the response times the users experience and the amount of work 
(however your organisation defines this) the servers are 
performing. 
 
6. Separate out data collection, management, analysis and 
presentation 
  These are different tasks, needing different skills and requiring 
different tools. You might see integrated packages that claim to do 
all of the above. Make sure that they can be adapted to how your 
organisation works, rather than having to bend to accommodate 
their limitations. 
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7. Use things you already have 
If your organisation has standardised on a particular database, 
office suite, or set of presentation tools, use these for your 
monitoring and management tasks. Make sure your data 
collection/management can supply them with data in a compatible 
(and accessible) format. You will be judged equally on the content 
and presentation of your work and the easiest way to obtain a high 
quality is to use the professional tools you are familiar with. 
 
Adding value to your organisation 
 
8. Report what the organisation wants, not just what you have 
 
Whether you are predicting growth, proposing consolidations, 
explaining a problem or sizing a new system, present your 
information and results in a manner that's meaningful to the 
business users who are affected by it. This means using units such 
as "days until the system fills up" rather than "megabytes used per 
week". 
 
9. Keep reports short. 
 
No-one will read long reports (or books!), they just don't have time. 
Make sure your first page or two contains information on why 
you've written the report, what the basic findings are and what the 
reader should do next. I generally aim for three main headings: 
A description of the current situation 
What will happen and when 
The options open to the decision makers 
 
10. Propose flexible solutions 
 
When you are sizing new systems, with a long or unknown lifespan, 
make sure the servers' capacity and power can be changed. None 
of the business drivers are going to be particularly accurate, so 
your design should reflect a need to increase or decrease a servers 
power based on what actually happens when the system is running.  
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11. Don't buy everything at the start. 
 
Hardware prices generally go down over time, so it's sensible to 
only purchase what you need in the short term, rather than for the 
ultimate requirements in many years time. This is coupled to point 
#10, above and does assume that you've proposed a system that 
can be altered, preferably without affecting the business operations. 
You should also consider specifying virtual servers, instead of 
physical ones to add to the flexibility of your operations. 
 
I was wondering about ending at 10 points, or going on to 12, but I 
am always suspicious of lists of these sizes - there's a feeling that 
the author has added or removed topics just to meet these magic 
numbers. Maybe this is the final point: when you've said all that you 
set out to, stop. 
 
 
 
 
 


